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Abstract
Quantum computers might solve several problems thought to be intractable on
classical computers. These include problems like the prime factorization of large
numbers, searching over a solution space and simulations of complex quantum
systems, out of which the latter is the most exciting for physicists. Over the past
few years, the experimental technologies have matured enough that there has been a
strong effort to build the first 50−100 qubit computers in several candidate systems,
one of which is neutral atoms. Neutral atoms in light traps have been a leading
technology for quantum simulations for many years, but when trapped in optical
lattices, they are also promising qubit candidates for a scalable quantum computer.
Over the past few years, exquisite control over positions and the internal states
of individual atoms has been developed towards this goal. This thesis describes
development of such control in our three dimensional array of Cesium atoms.

We have developed an addressing scheme to target single atoms and execute
high fidelity quantum gates without affecting the stored quantum information in
neighboring atoms, a challenging feat in a 3D geometry. As we will see, atoms
cannot be deterministically loaded in to these arrays, and typically only about half
the sites have a single atom. Later in the thesis we use our single site control and
combine it with state dependent lattices to move individual atoms and re-arrange
them to yield fully-filled sub-lattices, creating nearly perfect registers of neutral
atoms and initializing our quantum computer. We show that this atom "sorting" is
an implementation of the famous "demon" thought experiment proposed by James
Clerk Maxwell in 1872. Our experiment, like the demon, decreases the entropy of
the system in the process of creating an ordered state from a random disordered
one. Finally, we use our state dependent lattice to implement a loss-less state
detection protocol with 20 times lower error than any other methods.
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Chapter 1 |
Introduction

"But I am not afraid to consider the final question as to whether, ultimately
– in the great future – we can arrange the atoms the way we want; the
very atoms, all the way down! What would happen if we could arrange the
atoms one by one the way we want them....."

– Richard Feynman, There’s Plenty of Room at the Bottom

It is almost a convention to start a text on quantum computing with Richard
Feynman’s famous quote about how efficient simulations of quantum phenomena
must themselves be quantum mechanical [1]. I have chosen a different quote, more
appropriate for this thesis, in which we describe the kind of control over individual
atoms that Feynman might have imagined, with the hope of one day realizing
Feynman’s (and many others’) dream of a building quantum computer using these
atoms.

Simply speaking, a quantum computer is a device that utilizes quantum su-
perpositions, entanglement and many-body interference to solve problems that
have no known efficient1 solutions on classical computers. While the details of how
quantum algorithms achieve this speed-up are out of the scope of this thesis, their
development laid the foundations of the field as it stands today and had a deep
impact on the theory of computation. Models of computation which used quantum
mechanics were first explored by Benioff [2] and Manin [3] in 1980. In 1982, Feyn-

1For the purposes of this thesis, efficient means that the running time scales polynomially with
the size of the problem.
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man [1] proposed the idea of a universal quantum simulator which would "exactly"
simulate a quantum mechanical system. In 1985, David Deutsch [4] described the
quantum Turing machine and proposed the idea of a universal quantum computer,
providing a solid theoretical foundation for the nascent field of quantum information.
The first quantum algorithms that demonstrated a significant speed-up over their
classical counterparts were discovered in the 1990s, starting with the Deutsch-Josza
algorithm [5]. In 1994, Peter Shor [6] proposed his famous algorithm to factorize
integers in polynomial time on a quantum computer. Although this problem has
not been shown to be inefficient on a classical machine, it is widely believed that
it is the case, so much so that many of the most powerful encryption schemes are
based on the hardness of factoring large numbers.

Even after these developments, quantum computers remained little more than
intellectual curiosities. Quantum bits or qubits, the quantum analogues of classical
bits, can interact with the environment and rapidly de-cohere, losing any quantum
information stored in them. Quantum gates, which are physical implementations of
unitary transformations on qubits and are required to execute a quantum algorithm,
always have errors that can propagate through the course of execution. A quantum
computer that could implement Shor’s algorithm on an integer of reasonable
size would require error rates many orders of magnitudes smaller than thought
possible [7], relegating quantum computers to the same status as the analog classical
computers of yore.

The first breakthroughs came in 1995 and 1996, when Shor [8] and Steane [9]
described the first quantum error correction codes and showed that a logical qubit
could be encoded in several physical qubits and the errors introduced by the
environment and quantum gates could be corrected to execute quantum algorithms
with exponentially more gates than previously anticipated. These results were
further refined by Aharonov and Ben-Or [10], who proved the threshold theorem,
which essentially says that errors can be corrected in a quantum computer faster
than they accumulate as long as the error per gate is smaller than some constant
threshold. This was called fault-tolerant quantum computation and sets quantum
computation apart from analog classical computers, where errors cannot be corrected.
The generally accepted threshold for fractional error rate for fault tolerance is about
10−4 [11], although more recent error correction codes have pushed the thresholds
to as large as a percent [12]! It is worthwhile to mention that even with 0.1% error
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per gate, several thousand physical qubits would be required to realize a single
fault-tolerant logical qubit, in addition to the fact that creating many qubits and
gates with such a small error is still a daunting task. Therein lies the difficulty of
quantum computation; the extreme fragility of a quantum system due to unwanted
couplings with the environment. Thus, the requirement is to build quantum systems
which are exquisitely isolated from the environment and, at the same time, can be
manipulated by using external means and made to controllably interact with each
other. These systems also should be able to scale to large sizes without impacting
the gate fidelities [13].

Soon after these results, qubits were implemented in nuclear magnetic resonance
(NMR) systems [14], with proof of principle demonstrations of quantum gates and
even Shor’s algorithm with a few qubits [15]. Although these NMR systems could
not be scaled to large sizes [16], their demonstration along with the inherent appeal
of quantum computation, spurred on the proposals for and development of many
other systems. This thesis explores one such system : neutral atoms trapped in a 3D
optical lattices. It is enlightening to begin with a brief review of the current state
of the art in experimental quantum computing followed by a look at the current
standing of neutral atom technology in the sections that follow. This chapter then
concludes with a brief overview of this thesis.

1.1 The state of the art in quantum computation

The field of quantum computation is arguably having a watershed moment, with
researchers at universities, large corporations such as Google, IBM, Microsoft, and
Intel, and a multitude of start-ups racing to build the first 50− 100 qubit quantum
computers and usher in what John Preskill at Caltech has called the NISQ (Noisy
Intermediate-Scale Quantum) era [17]. This number of qubits is special because it
is widely thought that even a slightly noisy quantum computer of this size might be
powerful enough to surpass current classical computers in some specially designed
tasks, a milestone that has often been dubbed quantum supremacy [18]. Even
though these computational tasks might not be of any practical importance and
there are many subtleties associated with demonstration of quantum supremacy,
it is an important goal. It will serve as a proof of principle demonstration that
quantum computation is a viable technology and will also provide platforms to use

3



as springboards to scale up further.
To this end, many experimental systems are being explored as possible candi-

dates for quantum computation, including but not limited to, trapped ions [19],
superconducting Josephson junctions [20], neutral atoms [21], NV centers in di-
amond [22], photons [23], quantum dots [24] and NMR [14]. While all these
technologies have their own advantages and drawbacks, from the perspective of high
fidelity quantum gates, the field has been led by trapped ions and superconducting
qubits.

Ions trapped in 1D chains by radio frequency quadrupole electric fields (Paul
traps) were some of the first systems explored as qubit candidates. The qubits
are typically stored in the long lived internal states of the ions. These states
can be coupled by lasers or microwaves to execute quantum gates. Following
seminal proposals by Cirac, Zoller, and others [25, 26], high fidelity single and
two-qubit gates were demonstrated by several groups, with fidelities exceeding 99%

for few ion systems [27–29]. Subsequently, error correction and detection has been
demonstrated in small systems by the groups of Wineland [30], Blatt [31], and
Monroe [32]. A major challenge in these systems has been scaling these fidelities to
a large number of qubits. For ions in Paul traps, the strong Coulomb interaction
leads to problems in trapping and executing gates for long chains, making it difficult
to scale to chains of more than ∼ 10 ions. Other trap geometries have been
explored, like the Penning Trap, which uses static electric and magnetic fields to
trap ions in large 2D arrays. High fidelity control of individual qubits has not yet
been demonstrated in these systems owing to the complications introduced by the
cyclotron motion of the ions. Most of the recent proposals in scaling trapped ion
systems have focused on building modular systems, for example, systems where
the small 1D chains of ions are connected by shuttling ions between them, like in
the so called Quantum Charged Coupled Device (QCCD). Eventually, this scheme
will be limited by the speed of moving ions over large distances and further scaling
would require a photonic link, where the entanglement is distributed between two
distant qubits using single photons [33].

Superconducting qubits consist of various qubit architectures with Josephson
junctions as the core ingredient. Since their inception, the coherence times for
superconducting qubits have been dramatically improved from a few nano seconds
to > 100µs. Subsequently, they have followed a similar trajectory as trapped ions,
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with initial demonstrations of high fidelity gates in small systems of 5−10 qubits and
a more recent focus on scaling to 50− 100 qubits [34]. Although superconducting
systems can leverage the existing fabrication technology for scaling, control of
large systems has been difficult because of the inherent inhomogeneities in these
qubits. This is in contrast to trapped ions, where every ion is the same, leading to
much longer coherence times. Neutral atoms, the focus of this thesis, retain this
advantage of ions and lend themselves particularly well to scaling to large numbers
in optical traps.

The vision for neutral atom quantum computation has been very similar to that
of ions [21]. The qubits are stored in a long lived hyperfine spin states of an atom,
typically an alkali metal like Cesium or Rubidium. The atoms can be isolated
from the environment by laser cooling and then trapping them in either optical or
magnetic traps. They can be cooled down to the trap ground state using various
side band cooling techniques. They can be initialized with very high fidelity using
optical pumping, and quantum gates can be executed using lasers and microwaves.
Single atoms can then be fluorescence imaged for state detection. Unlike ions, the
lack of strong interaction between neutral atoms allows for creation for large and
scalable arrays of trapped and isolated atoms. On the other hand, this feature of
neutral atoms also makes it harder to engineer the controllable interactions that
are required for generating entanglement and implementing high fidelity two-qubit
gates.

1.2 The state of the art in neutral atom quantum

computation

The workhorse for trapping neutral atoms has been optical lattices, where individual
atoms can be localized by standing waves created by interfering lasers in one, two
or three dimensions. Thousands of atoms can be loaded into these traps to create
large arrays. Since the creation of the first degenerate quantum gases of neutral
atoms, optical lattices have been used extensively to study bosons and fermions
in periodic potentials with the ultimate goal of effectively simulating condensed
matter systems of interest. [35].

The appeal of such a system lies in its versatility. Various trap geometries can be
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created by changing the wavelength, polarization and the arrangement of the laser
beams. The tunneling and the on-site interaction between atoms can be controlled
by changing the lattice depth. Lattices with relatively smaller spacings (hundreds
of nano-metres) and lower depths have been used to explore an impressive range
of many-body physics, starting with the demonstration of the super-fluid to Mott
insulator transition [36]. On the other hand, deeper lattices with larger spacings (a
few microns) can be used to isolate the atoms from the environment and each other,
yielding pristine quantum systems for interrogation. In such a configuration these
atoms can be used to build atomic clocks or be used as qubits with long coherence
times. For instance in our 3D lattice of 50 qubits, the coherence time now exceeds
12 seconds [37], long enough to execute thousands of gates. On a related note,
another widely used trapping technology in recent years has been reconfigurable
arrays of individual dipole traps [38–40]. Such traps have been generated using
acousto-optic modulators and spatial light modulators in one, two and even three
dimensions. These traps allow for a greater degree of control over atom positions,
but it is harder to ensure the homogeneous trapping for all the atoms, compromising
the ground state cooling and coherence time for large arrays. As we will see in
chapter 4, although atoms cannot be deterministically loaded to all the sites in an
optical lattices or arrays of dipole traps, the control over positions of individual
atoms that has been developed in recent years, allows one to "sort" the atoms by
moving and re-arranging them in any desired geometry [37–42].

Atoms in such optical traps can also be imaged with high fidelity and single
site resolution by collecting the fluorescence from the cooling light. For a large
system of atoms trapped in a large spacing optical lattice, these techniques were
first demonstrated by Nelson et. al. [43], and are also described in Dr. Xiao Li’s
dissertation [44], which was the first thesis based on the experimental setup described
in this thesis. Development of such imaging techniques eventually culminated in the
creation of the quantum gas microscope, where atoms can be imaged with single
site resolutions in small spacing optical lattices, allowing one to directly measure
many-body correlations [45].

While high fidelity transitions can be driven by microwaves or Raman lasers
in an ensemble of neutral atom qubits, a major challenge had been demonstration
high fidelity single qubit gates on individual qubits in a large array with minimal
crosstalk, preserving the quantum information stored in the non-target atoms. The
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proposals for achieving site addressability in neutral atom systems consisted of using
addressing beams to shift the resonances for target atoms, allowing microwaves
to selectively manipulate a chosen qubit [46] or using gradient magnetic fields to
similarly select qubits [47]. These ideas have been implemented in various systems
with varying degrees of gate fidelities and mostly uncontrolled crosstalk [48, 49].
The first, and so far only, implementation of site selective single qubit gates in a
large system with gate and crosstalk fidelities approaching fault tolerence has been
in our 3D optical lattice [50, 51]. This has been described in detail in Dr. Yang
Wang’s dissertation [52], as well as chapter 3 of this thesis.

Two qubit gates have proved to be even more challenging. Although the required
entanglement has been generated by various means such as inducing a strong
interaction by exciting the atoms to a Rydberg level or using local interactions based
on controlled collisions or spin exchange collisions in motional qubits, the fidelities
have so far been limited to <∼ 80%, well below the fault tolerence threshold [53–57].
In spite of this, analysis of these schemes suggests that the challenges are mostly
technical and fidelities exceeding 99.99% are possible [58]. Moreover, combining
atom sorting techniques with Rydberg excitations has recently led to impressive
quantum simulations of Ising like models in one and two dimensional systems of up
to 51 atoms, opening up another exciting avenue for exploration [59,60].

Finally, there has been a recent surge in the development of cooling and trapping
technologies for alkaline earth and alkaline-earth-like atoms such as Strontium and
Ytterbium. Strontium atoms trapped in a 3D optical lattice have been used to
create the most accurate atomic clock yet [61] and are also being explored by various
groups as viable candidates for quantum information processing when trapped in
optical dipole traps [62,63]. A major advantage of these atoms is the existence of
a metastable excited electronic state, connected to the qubit states by an optical
transition. This can be used to shelve one of the qubit states, which can allow
site selective state detection protocols, necessary for error detection and correction,
that are simpler than those proposed for alkali atoms.

1.3 Atomic physics preliminaries

This thesis describes our recent progress in building a quantum computer using
Cesium atoms trapped in a 3D optical lattice as qubits. Specifically, it describes
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Figure 1.1. Cesium hyperfine structure. (a) shows the hyperfine structure of lowest
three fine structure states of the Cesium atom. The various lasers for cooling (molasses),
magneto optical trap (MOT), optical pumping (OP) and the lattice are also shown. (b)
shows the positive mF magnetic sub-levels of F = 3 and F = 4 states of the 6S1/2

manifold. the degeneracy of these levels is broken in a magnetic field. Image source :
Wikipedia

the implementation of high fidelity and low crosstalk single qubit gates, creation of
nearly perfect registers of up to 50 qubits using an implementation of Maxwell’s
demon and high fidelity lossless detection of qubit states. Why a 3D lattice one
might ask? As we will see, although using a 3D geometry makes manipulating
individual atoms more difficult, it is significantly more advantageous from the point
of view of scaling to a large number of qubits, offering a higher density of atoms
and more near neighbors for creating and distributing entanglement. Moreover,
techniques that are implemented in a 3D system can be easily adapted to lower
dimensions.

Since this is the third dissertation based on this experimental setup, I will
not describe the theory of atomic structure, and cooling and trapping atoms. I
instead refer the reader to the previous dissertations by Dr. Xiao Li [44] and Dr.
Yang Wang [52] as well as a multitude of books written on this subject [64]. I
will, however, re-iterate some facts about our experiment and two level systems
interacting with electro-magnetic fields, for quick reference while reading this thesis.

Figure 1a shows the hyperfine structure of the Cesium atom relevant to our
experiment, along with the various lasers we use for cooling and trapping. Here F
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Figure 1.2. Bloch sphere representation. A general qubit state, |ψ〉, can be represented
as a vector of unit length or equivalently, a point on a unit sphere. Image source :
Wikipedia

is the total angular momentum of the atom. Each F level is further divided into
2F + 1 degenerate sub-levels with a fixed z component of the angular momentum,
mF , with values ranging from F to −F , as shown in Figure 1b for the 62S1/2

(abbreviated as 6S1/2 here on) ground state. The degeneracy of these sub-levels is
broken by applying a constant magnetic field. Often in this thesis, these states will
be written as |F,mF 〉 and this always refers to the ground 6S1/2 manifold unless
otherwise stated. Our qubits are encoded in the |3, 0〉 and |4, 0〉 states, also called
the clock states, with an energy difference of exactly 9, 192, 631, 770Hz in frequency
units. We will also make use the stretched states |F,±F 〉, to initialize the atoms
by optical pumping and move atoms in state-dependent traps in chapters 4 and 5.

A concept that is used extensively in this thesis is that of the Bloch sphere
representation of a qubit. A qubit is a quantum system with two states, say |0〉
and |1〉, with an energy difference ~ω0. A general normalized qubit state can be
written as :

|ψ〉 = cosθ |0〉+ eiϕsinθ |1〉 (1.1)

This can be graphically represented as a vector of unit length, called the Bloch
vector, that can lie anywhere on a unit sphere, called the Bloch sphere, with a of
polar angle θ and an azimuthal angle of ϕ as shown in Figure 2. Single qubit gates
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are now simply rotations of this ”Bloch vector” on the Bloch sphere. In atomic
qubits, this rotation is induced by interaction with an electro-magnetic field with
some frequency, say ω. When the two states can be coupled by the electric dipole
moment, the interaction hamiltonian is given by2:

HI = −~d. ~E, (1.2)

and the interaction is often parameterized by the Rabi frequency,

Ω = 〈1| −
~d. ~E

~
|0〉 , (1.3)

where ~d is the electric dipole moment operator and ~E is the electric field. This
interaction can be visualized on the Bloch sphere simply as a torque vector given
by Ωx̂− δẑ, where δ = ω − ω0 is the detuning. The Bloch vector representing the
qubit state precesses around this torque vector, analogous to precession of a spin
in a magnetic field.

1.4 Organization of this thesis

The organization of the rest of this thesis is as follows. Chapter 2 provides a review
of the experimental setup along with the description of our optical lattice, imaging
system and the addressing system required to execute single qubit gates. It also
describes various updates that the system has gone through over the years. A
measurement of the qubit coherence time in our system, which characterizes the
quality of qubits, is also described. Additionally, the projection sideband cooling
technique that cools the atoms to the trap ground state is described. The ground
state cooling is crucial to improving the coherence time and we have improved the
cooling significantly over the past two years.

Chapter 3 is devoted to the implementation of site resolved single qubit gates.
This is enabled by our development of single site addressing in three dimensions.
Two different kinds of gates are described. The first scheme works by selectively
transfering the atoms out of our qubit basis to execute the gate. The second scheme

2The treatment for magnetic dipole coupled states (like our qubits) is analogous, with the
interaction hamiltonian given by −~µ. ~B where ~µ is the magnetic dipole moment operator and ~B is
the magnetic field.
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is based on targeted phase shifts while keeping the atom in the qubit states. We
show that these phase shifts are highly insensitive to the alignment of the addressing
beams and can be used to realize a general rotation on the bloch sphere when
combined with global microwave pulses. This results in a robust and scalable gate
that has a high fidelity (0.9962) and low crosstalk (0.9979).

In chapter 4 we combine the single site addressing developed in chapter 3 with
state dependent optical lattices to move individual atoms, re-arranging them in a
half filled lattice to nearly perfectly filled sub-lattices. This procedure initializes
our quantum computer. It required development of real-time control and decision
making along with the implementation of an efficient atom sorting algorithm.
Furthermore, we show that, since our atoms are sufficiently cold, this sorting
procedure decreases the entropy of our system by a factor of 2.44, in essence,
realizing Maxwell’s famous demon thought experiment in a relatively large system.

The standard way to measure the qubit state in neutral atom systems has been
to push atoms in one of the states out of the lattice followed by imaging of what
is left. This is inefficient and not conducive to error correction. In chapter 5, the
state dependent lattices are leveraged to implement a lossless detection scheme
which coherently splits the atomic wave-function and maps the internal states of the
atoms to different spatial locations. The atoms can then be imaged to yield a state
detection fidelity of 0.9994, 20 times less error than any other lossless detection
scheme in neutral atom systems and comparable to detection fidelities in ion traps.

Finally, chapter 6 discusses a scheme to implement high fidelity, site-selective
two qubit gates in our system using the Rydberg blockade. We propose a new
two-photon excitation scheme with an optical and a microwave photon which
has significant advantages over the usual two optical photon excitation scheme.
I also comment on the possibility of generating large scale entanglement in our
system using cold-collision gates. Such an entangled state can eventually be used
to implement one-way quantum computation.
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Chapter 2 |
Overview of the experiment

This chapter describes our experimental apparatus for trapping atoms in a 3D optical
lattice, imaging the atoms with single site resolution and manipulating the atomic
states with microwaves and addressing single sites. Most of the material covered here
has been described in the previous two dissertations on this experiment [44,52]. This
chapter serves, in part, as a brief review for the sake of completeness. Additionally,
there have been several substantial updates which are described in sub-sections of
this chapter, unimaginatively titled "Updates". They only apply to experiments
described Chapter 4 onwards and some of the experiment specific additions like
polarization control to move atoms and a short spacing lattice are not described
until later chapters where they are required. In the interest of brevity, I have omitted
many details, including a description of the vacuum system, the magneto optical
trap (MOT) which first cools and traps a cloud of atoms, and the polarization
gradient cooling (PGC) of atoms in the lattice. These details can be readily found
in Dr. Xiao Li’s dissertation [44] and Dr. Yang Wang’s dissertation [52]. I have also
avoided details of data acquisition, software and real time control of the experiment.
They are discussed in Appendix A. A section is devoted to the quality of qubits,
the primary measure of which is the coherence time. We use projection sideband
cooling [65] to cool the atoms to the trap ground state, which is critical to improving
qubit quality. Since its inception, we have improved the projection cooling to > 90%

atoms in the 3D ground state [37]. A description of projection cooling as well as
the improvements is provided.
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2.1 Introduction

The ground zero for the experiment is a cuboid fused silica glass cell (see Figure
2.1a) with good optical access on all sides, under ultra high vacuum. An experiment
starts with loading atoms into a magneto optical trap (MOT) from a Cesium
vapor. The atoms are laser cooled by the MOT and loaded with 55% occupancy
(at best) into a three dimensional optical lattice (Section 2.2). The typical lifetime
of trapped atoms is about 90 s, limited by background gas collisions. This implies a
pressure of a few 10−11 torr [44]1.The atoms are imaged by collecting the scattered
polarization gradient cooling (PGC) light, allowing us to create an occupancy map
for the lattice. Three pairs of Helmholtz coils provide a bias magnetic field along
the x̂+ ŷ direction (a plane diagonal of the lattice) to lift the degeneracy of the mF

sublevels in the Cesium ground state. The atoms are optically pumped to either
|F,mF 〉 = |4, 4〉 or |4,−4〉 using a circularly polarized beam, nearly resonant with
the 6S1/2, F = 4 to 6P3/2, F

′ = 4 transition in the Cesium D2 line, with the aid
of re-pumping beam on the 6S1/2, F = 3 to 6P3/2, F

′ = 4 transition2. The atoms
are then cooled to the vibrational ground state using projection sideband cooling
(Section 2.4). At this stage atoms can be sorted to yield a fully occupied sub-lattice
(Chapter 4) and cooled again after that. This concludes the initialization stage of
our system.

A quantum computation can start at this point. Various gates can be executed
using microwaves and addressing beams (Section 2.3) or other experiments to
characterize the system can be performed. We finally detect the F state of the
atoms by applying a clearing beam, which is resonant with atoms in the F = 4

states on the 6S1/2, F = 4 to 6P3/2, F
′ = 5 transition. This pushes the F = 4 atoms

out of the lattice in about 2ms. We then image the atoms again to see what is
left, giving us the population in the F = 3 states. This was the primary detection
method until the implementation of the lossless detection scheme described in
Chapter 5.

1The lifetime had decreased to ∼ 20 s for the experiments described in the first half of chapter
3 due to not running the titanium sublimation pump. We were able to improve it to the nominal
value for subsequent experiments.

2In principle it doesn’t matter which side of the stretched states we optically pump to, but this
has flip flopped a few times for various reasons. Most recently, we have been optically pumping
to |4,−4〉 because we can get better σ− polarization, which is better for projection cooling.
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Figure 2.1. Experiment cell and lattice beam geometry. (a) shows the fused silica cell
from the top is shown. Also visible are the imaging objective below the cell, the bias field
coils and the MOT coils. Source: reference [44] (b) shows the geometry of the lattice
beams relative to the cell. The beam pairs for different directions are shown in different
colors, red for x, green for y and blue for z. Beams in each pair interfere at a 10◦ angle
leading to a standing wave with a ∼ 4.9µm spacing. Angles and distances have been
exaggerated for clarity.

2.2 Three dimensional optical lattice

Our 3D lattice is formed by 3 pairs of beams focused to a ∼ 60µm waist, with each
pair interfering at a shallow angle (∼ 10◦), see Figure 2.1b. The source laser had
a wavelength of 847.780nm (old value that only applies to experiments described
in Chapter 3, see ”Updates”), blue detuned from the Cesium D2 line (852.3nm).
This results in a lattice spacing of nearly 4.9µm in each of the three directions.
Each pair is offset in frequency from the other two by several tens of MHz to avoid
mutual interference. The source laser is a 1 W Ti:Sapphire, giving 70 mW (old
value, see Updates) in each beam, resulting in a lattice depth of nearly 190µK or
equivalently, 4MHz in each direction. Since the lattice is blue-detuned, the dipole
force on the atoms is repulsive and they are trapped near the intensity minima
of the standing wave. This results in a significant suppression of the spontaneous
emission of lattice photons and consequently, long coherence times. Near the trap
minimum, the potential is well approximated as a harmonic function, yielding a
trap frequency of ∼ 15 kHz in each direction.

The linear polarizations of the lattice beams ensure nearly equal Stark shifts
as well as spatially aligned potentials for the F = 3 and F = 4 states. The purity
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of the linear polarization is critical in projection sideband cooling to ensure high
fidelity sideband transitions (see reference [44]).

2.2.1 Loading the lattice

The atoms can be collected in a MOT after either desorping them from the walls
of the cell using UV light, or passing current through a Cesium dispenser. The
desorption, although not as effective as the dispenser, allows us to reuse the atoms
before they are pumped out by the vacuum system. The MOT is then compressed
and the atoms are cooled further due to polarization gradients. The lattice is then
turned on, overlapped with the MOT, leading to 5-6 atoms being loaded at each
lattice site. The MOT is turned off and PGC beams are turned on to further cool
the atoms, resulting in pairwise light-assisted collisions at each site [43, 66–68].
Sites that started out with an odd number of atoms are left with one atom and
sites with even number of atoms are finally left with no atoms. Although this
preparation ensures single atoms at occupied sites, it also limits the loading to 50%

occupancy. We can, in practice, get a slightly better loading of up to 55%. Although,
higher loading rates are possible by adding a blue detuned beam to protect against
pair-wise loss (see Chapter 4), we are not sure of the exact mechanism at play in
our experiment. After polarization gradient cooling, the atom temperature is about
4− 5µK, although the distribution might not be entirely thermal [44]. At the best
vacuum we have seen, the lifetime of the atoms in the lattice is about 90 s, limited
by loss due to collisions with the background gas particles.

2.2.2 Imaging the atoms

We image the atoms on a CCD with single site resolution by collecting the scattered
PGC light with a high numerical aperture lens (N.A. = 0.55) [43]. The depth of
field is about 3.5µm, allowing us to resolve different x− y planes by moving the
lens in the z direction. We collect light for 150ms from each plane, with 20ms

to move the lens to focus on a different plane and typically image five planes in
this way in 850ms. Illustrative images of atoms from different planes are shown in
Figure 2.2a.

To determine which sites were loaded with atoms, an 11× 3 pixels section is
chosen around each site (Figure 2.2b), the values are averaged over the y direction
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Figure 2.2. Imaging of different planes of atoms. (a) shows images of 5 different planes
in the lattice. We typically capture and analyze a 9 sites × 9 sites (100 × 100 pixels)
section of the lattice in each plane. The grid lines show the locations of the lattice site.
Each bright spot is a single atom, while the haze is the out of focus light from atoms in
the surrounding planes. (b) shows the data from plane 3 in the set of images in (a). The
panel on the right shows the data in arbitrary units for each of the 9 rows averaged over 3
pixels in the vertical direction. Clear peaks can be seen at the occupied sites. We pick an
11 pixel section around each site and fit it to a Gaussian with a fixed center and variance,
but a variable amplitude and offset. The amplitude is then used to determine occupancy.
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(3 pixels) and the data is fit to a 1D Gaussian with a fixed center and waist to
obtain an amplitude and offset. The amplitude for each site is compared to a
threshold to create a preliminary occupancy map of the whole lattice. Each site
is binned into one of four classes based on this occupancy map. The four classes
are, for a given site at location {x, y, z}: no atoms at {x, y, z − 1} and {x, y, z + 1}
denoted by 0_0, an atom at {x, y, z − 1} denoted by 1_0, an atom at {x, y, z + 1}
denoted by 0_1 and atoms at both {x, y, z − 1} and {x, y, z + 1} denoted by 1_1.
Different thresholds are applied for each of these classes and the occupancy map is
updated. This process is iterated up to 5 times. Figure 2.3 shows typical histograms
of the fitted amplitudes for the four classes. The histograms show a clear separation
between the distribution for unoccupied sites and and the distribution for the sites
occupied by a single atom in each of the four cases. The mis-identification rate for a
single imaging is < 3× 10−4 [43]. The error is limited by spatial intensity variations
of the molasses beams and the out of focus light from atoms in the surrounding
planes.

The averaged data from 9× 9 pixels sections around all the sites that belong
to the 0_0 subset is also fit to a 2D Gaussian with floating centers to determine
the alignment of the lattice relative to the CCD. The lattice position is actively
stabilized by feeding back to Brewster angle plates in the path of one lattice beam
from each pair to adjust the position of the lattice [52] [51]. The x and y positions
are directly obtained from the fits, while the z position is inferred from the already
well-characterized astigmatism in the optical system. This active stabilization is
critical in creating the robust site addressing scheme described in Chapter 3.

The foregoing analysis is managed by a single piece of homemade software
written in C++, colloquially called CameraGUI. It is triggered by an external, fixed
timing sequence to interface with the camera and take images, analyze them in real
time and manage the feedback to the lattice stabilization system. The timing is
controlled by another, Labview-based homemade timing software called Supertime,
operating on a different computer. Supertime also manages all the other required
digital triggers and analog signals to various devices with a 2µs resolution.
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Figure 2.3. Imaging histograms for four cases. The Figure shows histograms for Gaussian
fit amplitudes for sites in the central three planes. The data is divided into four cases
depending on the presence of an atom in the nearest neighbor sites in the adjacent planes.
0_0 means no atoms in the nearest neighbor sites in the adjacent planes, 0_1 and 1_0
imply an atom in one of the adjacent planes, and 1_1 implies atoms in both the adjacent
planes. In each of the cases, there is a clear separation between empty and occupied sites.
The amplitude threshold for assigning occupancy to any site is decided based on these
histograms. The amplitude units are arbitrary.

2.2.3 Updates

After the implementation of the single qubit gates described in chapter 3, the lattice
wavelength was changed to 838.9nm, which is a threefold increase in the detuning
from the Cesium D2 line. To compensate for the lower lattice depth, three tapered
amplifier systems were designed and built, with a 2 W output each3. The amplifiers
are seeded by the previously mentioned Ti:Sapphire laser and provide ∼ 250mW of
power in each lattice beam. The new trap frequencies are 15 kHz, 14 kHz, 13 kHz

in the x,y and z directions respectively. A critical requirement in using a tapered
3The initial design of the tapered amplifier setup was provided by Prof. Kenneth O’Hara. It

was then modified to suit our purposes.
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amplifier is to filter the amplified spontaneous emission, which is done by using
short pass interference filters (Thorlabs FESH 0850) in our setup.

Increasing the detuning and the power threefold results in a threefold decrease
in the spontaneous emission rate from the lattice. This was necessary for the
high fidelity motion of atoms and the implementation of atom sorting described
in chapter 4. Other significant updates to data analysis and fitting of light from
imaged atoms for our lossless detection scheme are the subject of chapter 5.

2.3 Manipulating atomic states

The hyperfine sub-levels, in the same fine structure state of an atom, can be coupled
by the magnetic dipole moment induced by an oscillating electromagnetic field.
These couplings are analogous to those mediated by the electric dipole moment,
only much weaker. In the case of the Cesium 6S1/2 ground state, the role of the
exciting electromagnetic field can be played by microwaves around the Cesium clock
frequency of 9.19GHz. These microwaves allow us to drive transitions between
different hyperfine sub-levels with very high fidelity; but the microwaves can’t be
focused to address a single atoms. To achieve single site control, we combine the
microwaves with off resonant "addressing" beams which induce ac Stark shifts to
preferentially change the transition frequencies for the targeted atoms.

2.3.1 Microwave system

Our microwave system starts with a homemade direct digital synthesizer (DDS)4

based on the Analog Devices AD9852 DDS chip. The DDS typically produces
a frequency around 60MHz and the amplitude and frequency of a pulse can be
shaped with a 1MHz resolution. The DDS also allows us to change the phase
of the pulses when control over atomic coherence is necessary. The output of the
DDS is filtered and mixed with that of a fixed frequency 9.19GHz synthesizer.
The mixed signal is amplified and fed to a horn antenna which bathes the lattice
in microwaves. The polarization of the microwaves at the atoms is a complicated
function of the orientation of the horn, the reflections from cell and components

4The design of the DDS board is due to Prof. Florian Schreck and Todd Meyrath. It can be
found here: http://www.strontiumbec.com/indexControl.html
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around the cell. We have enough power in all three polarization components and
their relative strengths can be adjusted to some degree by rotating the horn5.

The DDS allows us to apply shaped pulses, which are useful when high fidelity
state transfers and suppression of sinc2 sidebands (typical of a square pulse) is
required. The commonly used kinds of pulses are adiabatic fast passage (AFP)
[69, 70] and Blackman [52, 71]. In an AFP pulse the frequency and power in the
pulse are changed slowly such that the state vector adiabatically follows the torque
vector on the bloch sphere. As the frequency is swept across the resonance, the
population is flipped. A Blackman pulse, on the other hand, is resonant, with its
amplitude shaped in time to suppress the sidebands. This allows us to suppress
residual motional sideband transitions and discriminate transitions better when
addressing single sites. We use an AFP pulse when the best possible transfer
fidelity is required and Blackman pulses when control of the atomic coherence is
necessary along with high fidelity. In the experiment, the AFP pulses are used
to drive high fidelity sideband transitions in projection sideband cooling. After
optical pumping to the stretched state, a series of AFP is also used to transfer
the atoms to the clock states, our qubit basis, with high fidelity (for example:
|4, 4〉 → |3, 3〉 → |4, 2〉 → |3, 1〉 → |4, 0〉). Figure 2.4a shows transfer of atoms from
|4, 4〉 to |3, 3〉 as the central frequency of an AFP pulse is scanned. The typical
fidelity of the AFP pulses exceeds 0.999. Once in the clock states, we almost
exclusively use Blackman pulses to execute gates or probe atomic coherence. Figure
2.4b shows transfer of population from |4, 0〉 to |3, 0〉 as the frequency of a Blackman
pulse is scanned around the resonance. The fidelity of a typical Blackman pulse
is around 0.994 [52], limited by inhomogenous broadening and microwave power
fluctuations.

The DDS is programmed using a National Instruments PCI-6534 interfaced with
a computer and the pulse sequence is typically pre-programmed before the start of
an experimental "shot". The pulses are then triggered externally at appropriate
points in the sequence. For details of the programming and control of the DDS, see
reference [52].

5This has been critical to the implementation of single qubit gates and lossless state detection.
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Figure 2.4. Spectrum of AFP and Blackman pulses. (a) shows the population transferred
from |4,−4〉 to |3,−3〉 as the central frequency of an AFP pulse is scanned around the
previously known resonance. The pulse was 3ms long with a frequency sweep of 8 kHz.
The gray curve is a fit to a super-Gaussian function of order 4. (b) shows the population
transferred from |4, 0〉 to |3, 0〉 as the frequency of a 120µs Blackman pulse is scanned
around the clock states’ resonance. The gray curve is a Gaussian fit. The dashed gray
lines in both (a) and (b) are the vacuum limited populations.

2.3.2 Addressing system

We use two far detuned (λ = 880.250nm), orthogonal and focused beams along the
x and y lattice directions to address single sites in the lattice. The beams cross at
a single site to pick out a target atom. The physics of this addressing and its use
in the construction of a single qubit gate is described in chapter 3. The addressing
system is responsible for translating each addressing beam in two directions to
target different sites and maintaining the power stability of the beams. Spatial
translation of each beam is achieved using a pair of MEMS mirrors (one for each
direction) [72] [73], which tilt by up to 0.9◦ when a high voltage is applied. This
angle is amplified to ∼ 1.7◦ by double bouncing the beam on each mirror6. This
angular change is converted to a translation on the lattice by the optical transfer
system shown in Figure 5. The requirement is to generate parallel translations on
the lattice while focusing the beams on the atoms. Diffraction is required to meet
this requirement, which would be impossible using ray optics. This system results
in a beam focused to 2.7µm at the atoms. The pair of beams can address any site

6For details, see Dr. Yang Wang’s dissertation.
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Figure 2.5. Optical transfer system for the addressing beams. (a) shows the ABCD
matrix propagation calculation of a Gaussian beam focused to 45µm on the MEMS
mirrors. (b) shows the ray optics propagation of a beam as the angle of the MEMS mirrors
is changed. This system results in a beam focused to 2.7µm on the atoms which can be
translated by 30µm by changing the angle of the MEMS mirrors. The beams are sampled
between L4 and L5 and imaged on a PSD and a photodiode. There is also a mirror on a
pico-motor based mirror mount between L2 and L3 at the crossing point for day-to-day
fine adjustment of the alignment. Source: reference [52]

in a 5× 5× 5 section of the lattice. The beams can be repositioned to any site in
that section in < 5µs.

High fidelity addressing imposes stringent requirements on the intensity noise
of the addressing beams on the target atom. The ac Stark shifts on the atoms are
directly proportional to the addressing beam intensity, so any intensity fluctuations
shift the transition resonances linearly. This requires maintaining both the position
and power stability of the addressing beams. To this end, the beam are sampled
before the final lens and imaged on a position sensitive detector (PSD) at the
conjugate point after a magnifying telescope. A small part of the beam is sampled
just before the PSD and diverted to a photodiode to measure the power. Before
every addressing, the signal from the photodiode is used to lock the power to a
pre-determined value which typically depends on the ac Stark shift required and the
site being addressed. Active stabilization of the position was also tried based on the
beam position on the PSD without much success. No useful, repeatable correlations
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were found between the beam position on the PSD and the beam position on the
atoms. Thus, we rely on on the passive stability of the addressing beam positions.

It is also critical to carefully align the beams to each lattice site. This ensures
robust performance across the lattice, as well as maximal insensitivity to the
pointing fluctuations of the beam. The power of the addressing beams also has
to be calibrated for every site to ensure equal shifts, as there are variations in
the beam shape when different sites are targeted due to diffraction at the MEMS
mirrors. This alignment and calibration process is described in Appendix B. The
intensity lock and the targeting for the addressing beams are managed by a National
Instruments 7841R FPGA board. Parameters for sequential targeting are calculated
by a Python program and communicated to the board using a Labview program.
Each targeting in the sequence is then triggered externally.

2.3.3 Updates

Initially, the microwave pulses and the movement of the addressing beams to target
different sites in a given sequence was pre-calculated and loaded to their respective
cards before the sequence was executed. They were then triggered by a fixed timing
sequence, with microwave and addressing triggers at pre-decided points in time. The
imaging, microwaves and addressing were all managed by different pieces of software.
Experiments described in chapters 4 and 5 require real-time decision making for
site selective state flips using addressing beams and microwaves. To facilitate
this, the management of both microwaves and addressing has been integrated
into CameraGUI. The general idea is based around another FPGA board, also
managed by CameraGUI, which can pause Supertime and take control of the timing
sequence and some of the electronic channels. This FPGA then triggers the DDS
and the addressing FPGA based on image analysis by CameraGUI7. The data for
microwaves is still pre-calculated by a different program, which creates a repository
of different, possibly required, microwave pulses. CameraGUI then chooses and
arranges different microwave pulses in the right order before communicating them
to the DDS to avoid any latency related to calculation during the sequence.

7See appendices A and C for more details
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2.4 Qubit quality

Any quantum computation is ultimately limited by the decoherence of the con-
stituent qubits and detailed analysis and control of all the decoherence mechanisms
in a system is essential to ascertain the quality of qubits. Decoherence mechanisms
arise from the interactions of the qubits with their environment, which for atoms
in our optical lattice are dominated by interaction with the lattice light8. For an
ensemble of qubits, the homogeneity of qubit properties is also important for robust
control.

The essential measure of the quality of qubits is the coherence time [74], which
is typically obtained by preparing a qubit in an equal superposition state and
measuring the probability of finding the qubit in the same superposition after some
time. There are two time scales that affect the overall coherence time. The time
T1 measures the rate of processes which change the populations in the two qubit
states, represented by the polar angle on the bloch sphere and the length of the
bloch vector. They can couple the qubit states to each other or states outside
the qubit basis. For our system, that process is the spontaneous emission of the
lattice light. Even though the atoms are trapped at the intensity minima, the
non-zero spread of the vibrational wavefunction samples some of the intensity of
the lattice light, leading to spontaneous emission. The time T2 measures the rate
of processes which affect the atomic ’coherence’ i.e. the phase of the qubit state
represented by the azimuthal angle on the bloch sphere. These processes represent
the perturbations to the transition frequency of the qubits as well as variations
in this transition frequency across a sample of qubits. Factors that affect T2 are:
temporal fluctuations of the lattice power, inhomogeneous broadening from different
trap depths for different qubits and the vibrational distribution of qubits. It is
typically much smaller than T1 and will be our primary concern.

2.4.1 Projection sideband cooling

An important factor that affects both T1 and T2 is the vibrational state of the qubits.
Atoms in higher vibrational states spend less time closer to the trap center, thus

8The clock states are insensitive to changes in the magnetic field up to the first order. It is
therefore a much smaller effect. It will become important for us when we work in the stretched
states for sorting. The ultimate limitation is, of course, our vacuum lifetime of 90 s.
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sampling more of the lattice light, and experiencing more spontaneous emission,
thus reducing T1. A small difference in the trap depth of the F = 3 and F = 4

states9 means that atoms in different vibrational states have slightly different
transition frequencies, which contributes to inhomogeneous broadening, reducing
T2. This inhomogeneous broadening also contributes to reducing the fidelity of the
microwave pulses. Thus, cooling atoms to the vibrational ground state to ensures
best possible performance. To this end, we use projection sideband cooling [65],
which has also been described previously in Dr. Xiao Li’s dissertation [44].

Projection sideband cooling is based on creating a non-zero matrix element for
vibrational state changing microwave transitions, ∆ν 6= 0, by slightly translating
the lattice experienced by atoms in F = 4 state, relative to the lattice experienced
by atoms in F = 3 state (mF 6= 0). This creates a non-zero projection between
the spatial wave-functions of different vibrational levels in different F states. This
translation of the lattices is implemented by slightly rotating the linear polarization
of one of the beams in a given lattice beam pair. This adds a circular polarization
components to the overall polarization with displaced intensity minima. One of the
states is primarily affected by the σ+ component, while the other by σ−, leading to
traps displaced in opposite directions (relative to the original lattice) for the two
states10. Briefly, projection cooling proceeds as follows: the atoms are optically
pumped to |4,−4〉, the lattice is displaced for one of the three directions, a ∆ν = −2

transition from |4,−4〉 to |3,−3〉 is driven by an AFP microwave pulse for all the
atoms, a ∆ν = 1 transition is driven by another AFP pulse from |3,−3〉 to |4,−4〉,
and finally, an optical pumping pulse resets the population to |4,−4〉 for atoms that
failed to make one of these transitions. These steps reduce the vibrational quantum
number (in that particular direction) by one for atoms that successfully made both
the transitions. The steps are then repeated for the other two directions. Typically,
we repeat the whole sequence 30-50 times to reach the 3D vibrational ground
state. This sequence also ensures that the ground state is reached with the smallest
possible number of optical pumping steps. For instance, if all the microwave pulses
worked perfectly, only one optical pumping step would be required11.

The projection cooling was first reported in reference [65], with a final 3D ground
9This is due to the 9.19GHz frequency splitting.

10See Chapter 4 for details of state dependent lattices
11The optical pumping can lead to substantial heating because we are only weakly in the

Lamb-Dicke limit.
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Figure 2.6. Results of projection sideband cooling. The Figure shows the spectrum of
the vibrational transitions for x (solid maroon circles), y (solid green diamonds), and z
(solid blue squares) lattice directions as the frequency of an AFP pulse is varied across
the |4,−4〉 to |3,−3〉 ∆ν = 0 resonance frequency, f0, after projection sideband cooling.
The spectrum from the x lattice direction before the projection cooling (hollow maroon
circles) is also shown for comparison. The carrier, ∆ν = 0 transitions are at f − f0 = 0,
with the ∆ν = 1 sidebands on the left of the carrier. The ∆ν = −1 and the ∆ν = −2
sidebands can be seen on the right of the carrier. It can be seen that the ∆ν = −1 and
the ∆ν = −2 sidebands are significantly suppressed after cooling, because for atoms in
the ground state, there are no lower vibrational levels. The ratio of the heights of the
∆ν = −1 and the ∆ν = 1 sidebands give the ground state population for each direction.

state population of ∼ 76%. We have, since then, significantly improved this cooling.
Figure 6 shows a recent measurement of the vibrational spectra of the |4,−4〉 to
|3,−3〉 transition after 50 projection cooling steps for the three lattice directions.
The ground state populations are obtained by fitting to the data and normalizing
the ∆ν = −1 sideband to ∆ν = 1 sideband.The ground state populations for
the x,y and z lattices are: 94.5%, 95.5% and 98.2% respectively, which implies
that ∼ 89± 0.9% of the population is in the 3D ground state. Two changes were
important for improving the efficiency of the cooling. First, we have increased
the efficiency of the ∆ν = −2 sideband transition significantly by using separately
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Figure 2.7. Dynamical decoupling pulse sequence. This Figure shows the pulse sequence
used to measure the coherence time of the atoms. The atoms are prepared in an
equal superposition of the qubit states using a π/2 pulse. They are protected against
inhomogeneous broadening by repeated π pulses which re-phase the various bloch vectors.
The time, t, between the π pulses is fixed to 20ms and the number of π pulses is varied
to adjust the total time, T. The final superposition is determined by changing the phase
of the final π/2 pulse and obtaining an interference fringe. Sequences like these will form
the basis for executing gates in our system while preserving the qubits.

optimized lattice translations for the two required sideband transitions. Second, we
have improved the purity optical pumping circular polarization by almost a factor
of five12. More recently, we have been able to further the increase efficiency of the
cooling by eliminating some power imbalances in the molasses beams, thus starting
from a possibly colder initial state. We can now achieve the same ground state
fraction in 30 instead of 50 steps, and a ground state population of ∼ 91% after 50
steps.

2.4.2 Coherence time

The standard method for determining T2 is Ramsey interferometry [64, 75]. We
start by preparing atoms in one of the qubit states, say |0〉. A π/2 microwave pulse
prepares an equal superposition: |0〉+|1〉√

2
. After time, T , another π/2 pulse is applied

and the state of the atoms is measured. As the phase of the final π/2 pulse is
varied, an interference fringe is obtained for final population in either of the qubit
states. The decay of the fringe contrast as a function of T yields T2. For our system,
this measurement yields a T2 of ∼ 20ms [52] for the central 5× 5× 5 section of
the lattice. This time can be improved significantly to a new value T ′2 by using
dynamical decoupling techniques first pioneered in nuclear magnetic resonance

12The polarization of the optical pumping beam is critical in ensuring correct initial state
preparation and efficient optical pumping to minimize heating. As a stroke of luck we discovered
that we were able to get better σ− polarization than σ+. We are not sure why that is the case,
but it is presumably related to the effect of residual birefringence due to the vacuum cell.
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Figure 2.8. Interference fringes for coherence time measurement. This Figure shows the
interference fringes in the population of the |4, 0〉 state, obtained for various sequences
shown in Figure 7, as the total sequence time, T, is varied. The curves are sinusoidal fits
to the data.

(NMR) systems starting with the Hahn echo experiment [76–78]. The idea is to
rephase the inhomogeneously broadened evolution of the different bloch vectors
by using repeated, judiciously positioned π pulses, as shown in Figure 7. In the
presence of inhomogeneous broadening different qubits evolve at different rates in
the equatorial plane of the bloch sphere after a superposition has been created. A
π pulse inverts the bloch vectors and they rephase at the half way points between
the π pulses. In a quantum computing context, this echoing structure can form
the "backbone" of any algorithm, and quantum gates can be executed around the
rephasing points13.

Sequences like the one shown in Figure 7 now allow us to measure the overall
coherence time. Similar to Ramsey interferometry, as the phase of the final π/2

13A more detailed discussion of constructing robust dynamical decoupling sequences can be
found in chapter 3.
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Figure 2.9. Coherence time. This Figure shows a semi-log plot of the fringe contrast
obtained by fitting the data shown in Figure 7, against the sequence time, T. The contrast
is fit to an exponential decay to obtain the coherence time T ′2.

pulse is varied, an interference fringe is obtained. A decay of the fringe contrast is
obtained when the time T between the sandwiching π/2 pulses is varied. The time
between the π pulses is kept fixed to be around 20ms in our measurement and the
number of π pulses is increased to change T . The choice of timing between π pulses
for a sequence like this is a balancing act between the decoherence of the qubit and
imperfections in the π pulses to optimize the final performance. Figure 8 shows the
fringes for various times and Figure 9 shows shows the decay of fringe contrast with
T on a semi-log plot. The coherence time, T ′2 is obtained to be ∼ 12.6 s by fitting
the decay to an exponential function. This data was obtained at a quarter lattice
depth of 1MHz, which is deep enough for us to execute high fidelity quantum
gates. I should note that the this measurement was done with the lossless detection
developed in chapter 5 as a demonstration of that scheme, and will be revisited.

This coherence time is an improvement of a factor of three over our previously
measured value before the lattice wavelengths were changed to a further detuning,
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reducing the spontaneous emission rate by a factor of three for the same lattice
depth. This is to be expected as the coherence time is eventually limited by T1.
The calculated value of the spontaneous emission rate of 0.108 s−1 at the full lattice
depth of 4MHz and the updated wavelength of 838.9nm matches well with the
value 0.12 s−1, determined by measuring the depump rate of atoms prepared in
F = 4 to F = 3. This implies a T1 of 8.28 seconds for a full lattice and, because
scattering rate scales as the square root of lattice depth, a T1 of 16.56 seconds for
quarter lattice depth. The measured coherence time of 12.6 seconds for the quarter
depth lattice is slightly smaller than the scattering rate would suggest. This is due
to the imperfections in the π pulses arising from the fluctuations of the microwave
power, which influence the measurement of coherence times. Since this dynamical
decoupling sequence will form the backbone of our implementation of quantum
gates, the measured value of the coherence time is more indicative of the overall
performance rather than the scattering rate.
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Chapter 3 |
Single qubit gates

This chapter describes the development and implementation of high fidelity and low
crosstalk site-selective single qubit gates in our three dimensional optical lattice.
This subject has been covered in detail in Dr. Yang Wang’s dissertation [52]. Here
I provide a somewhat brief review.

The site selectivity of the gates is based on targeting single atoms using two
orthogonal addressing beams. A scheme is developed to cancel the phase shifts on
the non-target atoms due to addressing beams and microwaves, thereby reducing
the crosstalk. Two qualitatively different types of gates are implemented. The
first one is a targeted qubit rotation about any axis in the x − y plane of the
Bloch sphere which requires mapping the target qubit out of the clock state basis.
Transferring the the target atom out of the clock states also compromises the
fidelity. The second gate is a targeted phase shift (rotation about the z of the Bloch
sphere), which is highly insensitive to the pointing fluctuations of the addressing
beams. It doesn’t require the target atom to be transferred out of the clock states,
thus yielding a high fidelity. We further show that an arbitrary targeted single
qubit unitary can be realized by combining the targeted phase gate with global
π/2 rotations which leave the non-addressed atoms unaffected. We implement a
Randomized Benchmarking (RB) protocol with the second kind of gate to show a
gate fidelity of 0.9962(16) and a crosstalk fidelity of 0.9979(2). The work described
in this chapter was published in references [51] and [50].
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3.1 Introduction

Gate-based quantum computation requires action of arbitrary unitary operators on
a collection of qubits [74]. A common approach to constructing arbitrary unitaries
is through separate implementations of arbitrary single qubit rotations and a two
qubit gate such as Controlled Phase (CPHASE), Controlled NOT (CNOT) or
SWAP. It is also possible to arbitrarily approximate any unitary by using a finite
"universal" set such as the Hadamard gate (a π rotation about the x + z axis),
Rz(π/4) (a π/4 rotation about the z axis on the Bloch sphere), and the CNOT
gate1 [79]. In addition to being important in constructing arbitrary unitaries,
single qubit gates are also required to change the measurement basis of a qubit in
error correction schemes [74, 80], as well as implementations of measurement-based
quantum computation [81,82]. In general, a complete set of single qubit unitaries
requires arbitrary rotations about at least 2 axes on the Bloch sphere.

Several approaches to implementing single qubit gates are possible in alkali
atom hyperfine qubits. Microwaves can be applied to ensemble of trapped atoms
to drive transitions. Excellent power and phase control of the microwaves has
enabled high fidelity, non-targeted, arbitrary (to within instrumental resolution)
gates [83,84]. Transitions can also be driven by two phase locked Raman lasers [85].
This approach offers built in addressability but suffers from high sensitivity to the
pointing fluctuations of the Raman beams. Addressing in microwave based gates
can be implemented through targeted frequency shifts by using DC Zeeman shifts
from magnetic field gradients or ac Stark shifts from tightly focused addressing
beams (this is the approach in our experiment as well) [46]. The frequency of the
microwaves then preferentially selects the addressed qubits. A plane of Rb atoms
was addressed in reference [47] using magnetic field gradients and a fidelity of
0.95(3) was achieved. Another experiment used magnetic field gradients to address
one of two qubits in an ensemble of two qubit registers in a double well optical
lattice [49]. Single atoms were addressed in a 2D trap array using an addressing
beam and direct microwave transitions between the quit states, with a fidelity of
0.9923(7) [48]. In that work the state flip crosstalk error was 0.002(9) but the

1This is guaranteed by the Solovay-Kitaev theorem to be efficient. The number of gates
required for such a construction scales as O(log3.97(1/ε)), where ε is the desired error in the
unitary being constructed.
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phase shift errors at non-target atoms were completely uncontrolled and were not
measured.

Section 3.2 outlines our 3D addressing scheme, where two perpendicular beams
are used to address a single atom in a 3D lattice at their intersection. Eliminating
crosstalk in 3D is challenging, since it is impossible to avoid having some atoms
in the direct path of one of the addressing beams. Section 3.3 is devoted to
construction and implementation of a simple targeted gate with a scheme that
cancels the crosstalk on non-target qubits. Section 3.4 describes implementation
and characterization of a different kind of single qubit gate, with the same crosstalk
cancellation scheme but with the much desirable insensitivity to addressing beam
intensity fluctuations. This insensitivity results in a high fidelity gate with errors
approaching the generally accepted fault tolerant threshold of 10−4 and a clear
path to improvement.

3.2 Targeted addressing

As mentioned earlier, single qubits in our experiment are addressed using two
orthogonal tightly focused beam (see Figure 3.1a). The waist of each of the beams
is ∼ 2.7µm and the Rayleigh range is around 27µm. The beams are circularly
polarized, leading to a vector light shift on the atoms. The beams are at the "tune
out" wavelength of 880.250nm [86], which leads to a minimal absolute Stark shift
on the clock states, |3, 0〉 and |4, 0〉2. The vector light shift behaves like a fictitious
magnetic field, resulting in a Stark shift proportional to the mF level (Figure 3.1b)
leading to differential shifts between all hyperfine sub-levels (except the clock state)
large enough to be discriminated by a microwave. Each of the beams can be steered
in 2D with a pair of MEMS mirrors to target any site in a 5 × 5 × 5 lattice. This
repositioning of the beams can be done in < 5µs. The optical transfer system to
convert the angular changes of the MEMS mirrors to beam translations on the
lattice has been previously described in reference [52].

It is useful to divide atoms into three classes: the cross atom at the intersection
of the two beams is shown in orange, line atoms in the path of only one of the
addressing beams are shown in blue and experience nearly half the Stark shift

2This is the wavelength at which the scalar polarizability of the 6S1/2 state vanishes
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Figure 3.1. Addressing scheme and Stark shifts. (a) Two orthogonal beams address an
atom at their crossing point in a 3D lattice. The beams are σ+ polarized and partition
the qubits in two 3 classes: spectators in green, line atoms in blue and the orange cross
atom. (b) shows the Stark shifts for the 3 different classes of atoms. The Stark shifts are
proportional to the mF value and the addressing intensity on the atom. The frequencies
for three transitions of concern are also shown as ω0, ω1, and ω2. In a targeted gate,
pulse at ω1 maps the state from mF = 0 basis to mF = 1 basis for the target atom.
Another pulse at ω2 performs the qubit rotation for the transferred atom. A final ω1 pulse
maps the superposition back.

as cross atoms, and spectators which are not in the direct path of either of the
addressing beams are shown in green and experience no Stark shifts. To measure
these shifts for different classes of atoms, we start by optically pumping the atoms
to the |4, 4〉 state and transferring them to the |4, 0〉 state with Adiabatic Fast
Passage (AFP) pulses. We then apply a 240µs blackman π pulse to transfer atoms
from |4, 0〉 to |3, 1〉, the frequency of which is varied. The atoms in the F = 4

manifold are then cleared with a resonant beam, and the remaining atoms are
imaged again. Figure 3.2a shows the populations in F = 3 for different classes of
atoms as a function of microwave detuning from the spectator resonance. Figure
3.2b shows illustrative average figures for targeting four lines of atoms with either of
the addressing beams and Figure 3.2c shows averaged images targeting four single
atoms with both the addressing beams. Typical alignment of the addressing beams
involves looking at the "line" signals from one addressing beam at a time while
varying the position of the addressing beams (see Appendix B). The typical shifts in
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Figure 3.2. Spectrum with addressing and illustrative images of atoms. (a) Spectrum
for the different classes of atoms as the microwave frequency is scanned around the |4, 0〉
to |3, 1〉 transition. The detuning from the spectator resonance at 0 is f = 50 kHz for
the line atoms and kf = 91 kHz for the cross atoms. (b) shows averaged images of three
planes with four rows in planes 1 and 3 sequentially addressed by the veritcal (V) beam
in the top row and horizontal (H) beam in the bottom row. (c) shows averaged images
for four atoms sequentially addressed by both beams. The light in plane 2 is from out of
focus atoms in both (b) and (c).
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our experiments for the mF = 1 sub-levels range from 20 kHz− 50 kHz due to each
addressing beam, which corresponds to a beam power of about 120µW − 300µW .
The shift from two addressing beams is slightly less than double of that due to
just one beam. This is due to a comparable Zeeman shift of ∼ 200 kHz from
the bias magnetic field, which is at 45◦ to the addressing beams. There is a
significant drop in contrast for line and target atom signals due to inhomogeneous
broadening and a relatively long microwave pulse. The imperfect contrast for the
spectators is due to vacuum loss and imperfect AFP transfer to the clock states.
The inhomogeneous broadening is mostly due to the different addressing intensities
on different atoms and addressing beam pointing fluctuations. There are two effects
that lead to different addressing intensities for different atoms: the tight focusing
of the addressing beams and the changes in beam intensity profile at different
locations due to diffraction from the MEMS mirrors. We deal with this problem by
carefully measuring the Stark shifts for each site from each beam and calibrating
the intensity accordingly (Appendix B). The beam pointing fluctuations are harder
to fix due to the long path and several approaches including active stabilization
have been tried, as described in reference [52]. This further underscores the need
for a gate that is insensitive to pointing fluctuations of the addressing beams.

3.3 A targeted gate

The targeted addressing of the atoms can now be used to construct a simple site
selective gate, the basic idea of which is outlined in Figure 3.1b. A resonant
microwave pulse at frequency ω1 along with the addressing beams is used to map
the quantum state from the mF = 0 (called the storage basis) states to the mF = 1

states (called the computational basis) for a single atom:

a |3, 0〉+ b |4, 0〉 ↔ b |3, 1〉+ a |4, 1〉 ,

where a and b are complex numbers that represent some normalized qubit state. A
second microwave pulse at frequency ω2, resonant with the |3, 1〉 ↔ |4, 1〉 transition
(and thus only with the previously targeted atom), can be used to perform an
arbitrary rotation about any axis in the x − y plane of the Bloch sphere. The
third microwave pulse with addressing beams then maps the state back to the
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Figure 3.3. Targeted gates in a dynamical decoupling sequence. The black pulses are
at frequency ω0, resonant with the clock transition. The red pulses are the ω1 mapping
pulses. The purple pulse is the ω2 gate pulse. The black pulses form a spin echo like
infrastructure to protect the qubits against inhomogeneous broadening. The targeted
gate, comprised of red-purple-red pulse sequence can be applied around the rephasing
points of the spin echo sequence. Different sites can be addressed sequentially.

storage basis. The coherent mapping of the quantum state between the two bases
by the same microwave can be thought of as two decoupled two-level systems if
the interaction cross terms are neglected3. This step is further complicated due
the different transition matrix elements for the |3, 0〉 ↔ |4, 1〉 and |4, 0〉 ↔ |3, 1〉
transitions. Several solutions to this problem were explored, including composite π
pulses but the simplest solution was found to be the equalization of the two Rabi
frequencies by simply rotating the microwave horn4 [52]. The gates can be further
embedded in a spin echo type dynamical decoupling sequence to preserve the qubits
against inhomogeneous broadening5 as shown in Figure 3.3. The echo π pulses are
at frequency ω0, resonant with the clock transition.

3.3.1 Phase shifts

Hitherto, we have neglected the effects of the addressing light and the off-resonant
microwaves on the storage basis. These effects turn out to be important for both

3This primarily includes the off-resonant microwave coupling between the same mF states.
This is a good approximation if the Rabi frequency is much smaller than the total shift of the
mF = 1 states relative to the mF = 0 states due to the addressing beams and the bias magnetic
field.

4Rotating the horn changes the balance of the different polarization components in the
microwaves. It was possibly a stroke of luck that there exists an orientation of the horn which
gives the right ratio of intensities between σ+ and σ− polarizations with reasonable power in all
three polarization components.

5This also includes the temporal fluctuations in transition frequencies due to fluctuations of
the lattice powers.
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crosstalk and gate fidelity. Atoms in the path of the addressing beams can scatter
the addressing photons and the microwaves can cause off- resonant state transfer.
This leads to state flip and qubit leakage errors. These effects, while small, are
ultimately important considerations for fidelities but a much larger effect is the
phase shift due to addressing beams and the microwaves.

Addressing beams induce a non-zero differential Stark shift on clock states due
to their slightly different resonances owing to the hyperfine splitting of the ground
state, leading to an unwanted phase shift on the line atoms. We measured this
phase shift using a spin echo type sequence to probe the coherence of 4 different
rows of atoms, targeted sequentially by an addressing beam. The atoms were
prepared in a superposition of |3, 0〉 and |4, 0〉 states and the lines were targeted
around the re-phasing points of the spin echo sequence by an addressing beam
for 700µs. The addressing beam power was such that it induced a vector light
shift of 30 kHz on the mF = 1 states. Successively targeted lines get opposite sign
phase shifts due to the spin echo π pulse. For these parameters, the addressing
beams lead to a phase shift of about 0.14π which implies a differential Stark shift
of ∼ 250Hz.

The microwave pulses, which are off-resonant for all but the cross atoms,
also induce an ac Zeeman shift (analogous to ac Stark shifts for magnetic dipole
transitions) on the non-target atoms. This also leads to significant phase shifts and
thus crosstalk. These phase shifts are given by:

∆φ ≈ Ω2T

4δ

,where Ω is the microwave Rabi frequency, T is the time of the pulse and δ is the
microwave detuning from the clock state. These phase shift affect all the atoms,
unlike the phase shifts from the addressing light, which are only experienced by
the line and the cross atoms.

3.3.2 Phase shift cancellation

In principle, it might be possible to model and calibrate the phase shifts for all
the atoms and incorporate them in the quantum computation. This approach is
significantly complicated by the inhomogeneity of these phase shifts over the sample
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of qubits as the shifts depend on the intensity of the addressing light experienced
by the qubits. The slow pointing fluctuations of the addressing beams also add
a temporal fluctuation. Moreover, the extra computational overhead required to
account for these shifts might be undesirable. Instead we pursue a more integrated
approach to deal with this issue, where active cancellation of these shifts is built
into the structure of the gate.

This cancellation stems from the observation that the sign of the accumulated
phase shift can be flipped by applying a π pulse before phase shift inducing process.
The existing π pulse infrastructure of the spin echo sequence can be utilized to
perform this cancellation as illustrated in Figure 3.4a. Two atoms in different
planes of the lattice can be addressed6, interleaved with global π pulses on the clock
transition. Targeted gates are performed in stages 1 and 3 of the sequence, while
in stages 2 and 4 no atoms are addressed by both the beams. The two dummy
stages (2 and 4) work to cancel the phase shifts already accumulated or about
to be accumulated during the gate operations. The microwaves for the dummy
stages are exactly the same as the addressing stages, but no atoms are resonant
as there is at most one addressing beam in any plane of the lattice. For example,
in stage 2, the phase shifts accumulated by the horizontal line atoms in plane A
and the spectators are cancelled. Phase shifts are added for some of the atoms, but
are similarly cancelled in following stages. Another way to think about this is the
following: when an atom is a line (spectator) atom in some stage, another stage
can always be found where the atom is again line (spectator) with its superpostion
flipped by an odd number of π pulses. This ensures that after every four stages
(two gates), the phase shifts for the non-target atoms are perfectly cancelled.

The situation is more complicated for the target atoms. None of the phase shifts
are cancelled as the target atoms switch between cross, line and spectator status
in an unsymmetrical fashion throughout the sequence. Moreover, changing the
qubit basis compromises the effectiveness of the spin echo sequence. In the actual
implementation of the gate, these phase shifts are accounted for by empirically
adjusting the phase of the ω2 gate pulse to achieve the desired result.

6It is also possible to design this sequence for just one atom. Addressing two atoms is just
more efficient.
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Figure 3.4. Crosstalk cancellation and results for the first gate. (a) Gates are executed
in pairs of atoms in planes A and B. We start by preparing an equal superposition of
clock states with a π/2 pulse. Two targeted gates (in stages 1 and 3) are interleaved with
two dummy stages (2 and 4). There are no cross atoms in the dummy stages and the
addressing beams target rows or columns in different planes. The microwaves are the
same for all stages. Phase shifts on non-target atoms are cancelled by the end. A final
π/2 pulse with a variable phase analyzes the quantum state. (b) The paths taken by the
Bloch vector for the 3 different gates are shown. The qubits are prepared along the y
axis (solid black arrow). The final state after each kind of gate is labelled by I, II and III
(dotted black arrows). The blue and red arrows show the directions of the torque vector
for the gates. The first gate, I, is a π rotation about the x̂ axis. The second gate , II, is a
π rotation about the x̂+ ŷ axis. The third gate, III, is a π/2 rotation about the x̂ axis.
(c) The ratio, R, the fraction of the population in the F = 3 state, is plotted against the
phase of the final π/2 pulse showing an interference fringe for gate I. The orange points
are for the target atoms, green for the spectators, blue for the line atoms and pink for the
nearest neighbors. The curves are sinusoidal fits to reconstruct the Bloch vector. The
gray dashed lines are experimental limits due to vacuum loss, imperfect state preparation
and detection. (d) Interference fringe for gate II. (e) Interference fringe for gate III.

3.3.3 Results

To demonstrate this single qubit gate scheme and assess its fidelity, we executed
three different gates on two qubits in our three dimensional array. The gates were:
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π rotation about the x̂ axis, π/2 rotation about the x̂ axis and π rotation about the
x̂+ ŷ axis. We started by preparing an equal superposition (along the ŷ axis) of the
clock states with a π/2 pulse. The Bloch vector paths, as well as the final states for
different gates are shown in Figure 3.4b. The microwave pulses and the addressing
beam targeting was as shown in Figure 3.4a. We measured the ratio, R, which is
the fraction of population in the F = 3 states (by clearing F = 4 atoms with a
resonant beam) after a final π/2 pulse with a varying phase which probes the qubit
state, yielding an interference fringe. The fringes are plotted in figures 3.4c-e for
four different classes of atoms, the aforementioned target, line and spectators, as
well as six nearest neighbours.

It is evident from the fringes of the non-target atoms that crosstalk is minimal
and the phase shift cancellation works well. There is some loss of contrast from
various sources of state preparation and measurement (SPAM) errors. For example,
the dashed line shows the vacuum loss and the Adiabatic Fast Passage (AFP)
transfer of the atom from the stretched state to the storage basis is also imperfect
due to imperfect microwave pulses. The vibrational ground state fraction for
these experiments was about 60%, which also affects the AFP pulse fidelity. The
spontaneous emission of the lattice light also adversely affects the contrast. To
deduce the fidelity of these gates, we use process tomography. We first normalize
the data to account for the 10% loss in contrast from SPAM errors7. The density
matrix, ρ, is then reconstructed by fitting the Bloch vector parameters (n, θ, φ) to
the interference fringes. The fidelity is then given by:

F = Tr(
√√

ρσ
√
ρ),

where σ is the expected density matrix for a perfect gate. For pure states, this
expression reduces to overlap between two quantum states.

The fidelities are summarized in table 3.1 for different classes of atoms. For the
non-target atoms, these fidelities characterize the crosstalk. While the crosstalk
fidelities are promising, the gate fidelities of ∼ 93% fall well short of the commonly
accepted error correction threshold of 10−4. The gate fidelities are primarily

7Most of the SPAM error here is from the atom loss due to background gas collisions which
was significantly higher due to degraded vacuum for these experiments. The trap lifetime had
reduced to 20 s. The vacuum was fixed for all subsequent experiments bringing the trap lifetime
back to its nominal value of 90 s.
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Table 3.1. Fidelities for the first kind of gate
π rotation around x̂ π rotation around x̂+ ŷ π rotation around x̂

Spectator 0.988±0.002 0.978±0.002 0.990±0.001
Line 0.984±0.007 0.977±0.005 0.992±0.003
Target 0.946±0.008 0.913±0.023 0.925±0.047

Nearest neighbors 0.983±0.004 0.985±0.007 0.993±0.004

compromised because of the extraneous phase shifts which are not cancelled for the
target atoms. Moreover, transferring atoms out of the storage basis adds further
complications. The mF = 1 states are sensitive to the magnetic field fluctuations,
an additional source of phase shifts. The spin echo pulses on the clock states
don’t work to undo the effects inhomogeneous broadening once the atom has been
transferred to the computational basis. A partial suppression can be achieved
depending on the gate, for example with π rotation about the x̂ axis, as evident in
the differing fidelities among the gates. The fidelity of the spin-echo π pulses, which
is about 0.994, also affects the gate fidelity, limiting it to 0.9944 = 0.976. While it
might be possible to engineer a better cancellation of the phase shifts on the target
atoms, a robust and scalable solution would be hard to implement. Ultimately, a
gate which does not transfer the atoms out of the clock states is more desirable,
which is described in the following sections.

3.4 A targeted phase gate

The phase shifts incurred by atoms suggest a way to implement a phase gate
while keeping atoms in the clock state. The basic requirement of such a gate is
to cause a finite phase shift on the target atom while still cancelling the phase
shifts on non-target atoms. Figures 3.5 a and b illustrate such a scheme. The basic
structure and cancellation scheme remains the same, but the resonant gate pulses
are replaced by a single off-resonant microwave pulse with frequency between the
line and cross mF = 0↔ mF = 1 transitions. The off-resonant microwaves do not
cause appreciable population transfer but induce an ac Zeeman shift on all the
atoms, including the cross atoms, unlike the previous gate. The phase shifts for the
non-target atoms are cancelled exactly as before. The target atoms, on the other
hand, are addressed by a different number of addressing beams in different stages
without the same underlying symmetry and accumulate a phase shift. For example,
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Figure 3.5. Targeted phase gate. (a) The addressing shifts are similar to before. The
phase gate microwave is at the detuning δ from the spectator resonance, between the
line and cross atom resonances. These microwaves are off-resonant from any transition.
(b) shows the pulse and addressing sequence for this gate. The crosstalk cancellation is
the same as before. The black pulses form the spin echo infrastructure and the purple
pulses are phase shifting, off-resonant microwaves. (c) The calculated phase shift for the
target atom as a function of the detuning of the gate microwaves (purple pulses) from the
spectator resonance. δ is our typical operating point.

for the target atom in plane A in Figure 3.5b, the phase shift is given by

∆φTarget ≈
1

2
(

Ω2T

kf − δ︸ ︷︷ ︸
Stage 1

+
Ω2T

δ − f︸ ︷︷ ︸
Stage 2

− Ω2T

δ︸︷︷︸
Stage 3

+
Ω2T

δ − f︸ ︷︷ ︸
Stage 4

),
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where Ω is the microwave Rabi frequency, f is the frequency shift for the line
atoms, k is the ratio of frequency shifts for cross and line atoms8, δ is the detuning
of the off-resonant microwave pulses from the spectator resonance and T is the
time. The phase shifts for the target atom when it is a cross atom (stage 1) is
almost equal and opposite to the phase shift when it is a line atom (stages 2 and
4). But because of the spin echo π pulses these shifts end up adding. There is also
a smaller negative shift in stage 3 when it’s a spectator. The magnitude of the
phase shift can be easily controlled by adjusting the power and the time of the
off-resonant microwave pulse, yielding an arbitrary phase gate. This phase shift
is plotted in Figure 3.5c as a function of the microwave detuning δ. The absolute
value of the phase shift has minima with extended flat regions, where it is highly
insensitive to the microwave detuning or nearly equivalently9, the ac Stark shift
from the addressing beam. The phase shift is only sensitive to the second and
higher order fluctuations of the Stark shift at the minima, and thus only to the
fourth and higher order fluctuations of addressing beam pointing. The extended
flatness results from a small second order coefficient in the dependence of phase
shift on δ or f . A more physical understanding of this insensitivity is as follows:
when the Stark shift fluctuates, say higher, the phase shift for the target atom
during the cross stage (1) decreases, while the phase shifts during the line stages
(2 and 4) increase, resulting in a small overall change.

A phase gate by itself is not enough to construct arbitrary single qubit unitaries.
An arbitrary rotation about an orthogonal axis (to z) on the Bloch sphere is also
required. Such a rotation can be constructed by sandwiching the phase gate between
two π/2 rotations in the following way:

Rn(θ) = Rn′(
π

2
).Rz(θ).Rn′(−

π

2
),

where n, n′ and z are mutually orthogonal axes obeying the right hand rule. Such a
sequence can be implemented in our system with global π/2 and − π/2 microwave
pulses sandwiching a targeted phase gate. The non target atoms don’t experience
the phase gate, so the action of this sequence on those is just Rn′(

π
2
).Rn′(−π

2
) = I,

8For our typical values of magnetic field (560 mG) and 50 kHz addressing shift, k ≈ 1.8
9For a given f it is not optimal to have the microwave frequency at the phase shift minimizing

δ when insensitivity to the fluctuations in f is desired. This is because of terms in the phase shift
which do not depend on just δ − f .
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leaving their state unchanged to within crosstalk errors. This allows us to implement
an arbitrary rotation about any axis in the x− y plane of the Bloch sphere. It is
note worthy that any of these rotations (about any axis in the x− y plane or the z
axis) requires only a single targeted phase shift10.

3.4.1 Robust dynamical decoupling

0.2 0.4 0.6 0.80.0 1.0
0

1

C
on
tr
as
t

Ω
Figure 3.6. Robust dynamical decoupling. The contrast of interference fringes obtained
from a 100 pulse dynamical decoupling sequence with the {x, x,−x,−x} phase scheme.
The contrast is plotted against the Rabi frequency of each pulse in the units of the π
pulse Rabi frequency. The gray dashed lines is the limit due to vacuum loss and imperfect
state preparation.

As mentioned before, imperfect π pulses in the spin-echo infrastructure are a
major source of error for these gates. These errors accumulate exponentially with the
number of gates. These errors are especially deleterious, because they accumulate
on the whole ensemble of qubits and not just the target atoms, as the π pulses are
global. To combat this issue we turn to some of the dynamical decoupling techniques
first pioneered in nuclear magnetic resonance (NMR) experiments [76–78,87]. The

10The Hadamard gate still requires two phase gates.

45



essence of one of those techniques is in adjusting the phases of the echo π pulses
so as to minimize the accumulated errors by the end of the sequence. A simple
example of such a sequence is to have the phase of the pulses alternating between
0 and π i.e to have the direction of torque vector alternating between the x and
−x axes on the Bloch sphere. In this case, for qubits that starts out along the y
axis of the Bloch sphere and suffer some inhomogeneous broadening, errors caused
by imperfect Rabi frequency of a π pulse are always cancelled by the following
pulse assuming that the π pulse imperfection does not vary over the time scale
two pulses. But for qubits starting along the x axis, this phase scheme doesn’t
work at all. For these qubits, a phase scheme like {y,−y...} or simply {x, x, x...}
would work similarly to cancel the errors. In a general quantum computation, the
qubits can be in different states when a gate is applied, so a scheme that works for
all initial states is required. The desired result is obtained by combining the two
different phase schemes into a cycle of four pulses: {x, x,−x,−x}11.

Figure 3.6 shows the result of implementing such a phase scheme on a spin echo
sequence with 100 pulses. The contrast of the interference fringe is plotted against
the Rabi frequency as a fraction of a π pulse. Almost no decrease in contrast is
observed, even with a 20% pulse error. Moreover, simulations show that such a
scheme is also robust against frequency errors.12.

3.4.2 Experimental implementation

The experimental implementation of this gate is similar to the previous one. We
start by preparing an equal superpostion of the clock states with a π/2 pulse as
shown in Figure 3.5b. The spin echo π pulses are 80µs long with a blackman profile.
For the phase gate off-resonant pulse, the addressing beams are first ramped up
in 50µs with an additional 20µs for the intensity lock to settle.The off-resonant
microwave pulse with a blackman shape is then applied centered around the re-

11Several such schemes have been explored in NMR experiments. An important scheme is the
XY n class of pulses, where n is the length of a cycle (n = 4, 8, 16 etc.) [88], with longer cycles
performing better. For example XY4 is {x, y, x, y} and XY8 is {x, y, x, y, y, x, y, x}. It is desirable
to have the cycle length coincide with the number of pulses required for each gate implementation.
Experimentally, we observed that the scheme {x, x,−x,−x} performs at least as well as XY16,
so we chose that.

12See reference [52] for a more detailed discussion of inner workings of these phase schemes, as
they apply to our system.
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Figure 3.7. Rz(π/2) gates. (a) shows averaged interference fringes for spectators (green)
and target (black) atoms after sequential execution of Rz(π/2) gates on 48 arbitrarily
chosen sites. The curves are sinusoidal fits. (b) shows the measured fidelity, F2, for an
Rz(π/2) gate as a function of fractional changes in the Stark shifts due to the addressing
beams. The solid black curve is the theoretical prediction.

phasing points of the spin echo sequence for 120µs. A final π/2 pulse with a
variable phase is used to characterize the final state of the qubits. The gates are
applied regardless of whether there is an atom present at a given site or not and
data is post-selected based on which sites had an atom initially.

Figure 3.7a shows the resulting interference fringes after sequential application
of an Rz(π/2) gate on 48 different sites. The sites were chosen and paired arbitrarily
throughout a 5× 5× 5 addressable section of the lattice. The black points show
the fringe averaged over the 48 target atoms, while the green points show the
fringe average over the remaining atoms. A clear π/2 phase shift for the target
atoms can be seen in the data. Good contrast for the target atoms suggest the
robustness of this gate against the inhomogeneities in the lattice and addressing.
The comparable contrast of the target and non-target fringes also suggests that
the primary sources of errors are common to both the classes of atoms and thus
unconnected to the addressing. The obvious culprits are: fluctuations of the
microwave power, inhomogeneous broadening and spontaneous emission of the
lattice light. The fringes are fit to a sinusoid (solid curves) to estimate the quantum
state. The error per gate, E , can then be obtained by calculating the overlap with
the expected state. This results in an E of about 13× 10−4, which is similar for
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both targets and non-targets.
Figure 3.7b shows the fidelity of a single Rz(π/2) gate measured by process

tomography, as a function of the fractional change in the addressing beam Stark
shift. The curve is the theoretical calculation and matches well with the data. This
demonstrates the expected robustness of this gate to addressing beam intensity
fluctuations.

To further demonstrate the versatility and scalability of this gate, we applied
an Rz(π) gate on 32 purposefully chosen sites after preparing the qubits in an
equal superposition of |3, 0〉 and |4, 0〉 starting form the |4, 0〉 state. The phase
of the final π/2 pulse is fixed at π. This sequence flips the states of only the
target atoms to |3, 0〉. Figure 3.8 shows the average images for each plane after 50
implementations of this sequence.

On an operational note, the typical value of the Rabi frequency is ∼ 4 kHz for
a π/2 phase shift. This is a balance between causing minimal off-resonant transfer
and getting enough of a phase shift. This results in a typical gate time of ∼ 1.4ms

for a pair of gates. The gate can be shortened by increasing Ω and the addressing
shift (and thus δ) proportionately. This leaves the errors from off-resonant transfer
and spontaneous emission of the addressing photons unchanged. We are presently
limited by the microwave power and the bandwidth of the addressing beam intensity
lock.

3.4.3 Randomized benchmarking

Process tomography, which we employed to characterize the first gate, is useful in
estimating performance of specific gates. Often the performance of different gates
(like different amounts of rotations or rotations about different axes) is affected
differently by errors in the system. A useful standard technique to characterize
average gate performance in a system is randomized benchmarking (RB) [48,83,
89–91]. Unlike process tomography, RB can also decouple the SPAM errors from
gate errors. In RB, gate sequences of increasing lengths are randomly sampled
from a pre-defined set and applied to the system. The sequences are such that the
final state is always one of the qubit states, say |1〉, for perfect gates. The decay
of the population in the measured state as the length of the sequence increases,
measures the error per gate, E . The gate set commonly used is the Clifford group,
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Figure 3.8. Rz(π) gates.The states of 32 atoms in planes 1, 3 and 5 are flipped from
|4, 0〉 to |3, 0〉 with the help of π phase gate. Atoms in F = 4 are then cleared and the
remaining atoms imaged. The data is averaged over 50 implementations. The intensity
variations at target sites are due to atom loading shot noise. The light in planes 2 and 3
is from out of focus atoms.
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Figure 3.9. Randomized benchmarking microwaves. The black pulses form the spin echo
infrastructure. The red pulse is a global Pauli randomization pulse. The targeted phase
gate is sandwiched by two π/2 pulses shown in blue to implement rotations about x and
y.

which is essentially all the permutations of the Bloch sphere axes. As shown in
Figure 3.9, an RB sequence consists of alternating computational gates and Pauli
gates. Computational gates (CG) are chosen from the set {Rx(±π/2), Ry(±π/2)}
and Pauli gates (PG) are chosen from the set {I, Rx(±π), Ry(±π), Rz(±π)}. Each
PG-CG pair adds one to the length of the sequence. The CG set is enough to
generate the whole Clifford group, while the PGs work to randomize the "initial"
state before each CG. The implementation of a PG-CG pair in our experiment is
shown in Figure 3.9. The CGs are targeted phase gates sandwiched by two global
π/2 pulses, while for PGs, rotations about x and y are implemented using global π
pulses, rotations about z are implemented by shifting the phase of all the following
pulses, and the identity operation is implemented by simply waiting. Finally, the
population in |3, 0〉 (also called |1〉) is measured after a conditional π pulse (in case
the state was supposed to be |4, 0〉 after the random sequence). Several random
sequences of the same length are implemented to appropriately sample the various
paths the Bloch vector can take. The average population in |1〉 as a function of
sequence length, represented by F2, is fitted to:

F2 =
1

2
+

1

2
(1− dif )(1− 2ε)l

Here F2 is a measure of fidelity that represents the average probability (not
just the overlap) of finding the qubit in the right state, dif/2 is the SPAM error, ε
is the error per CG and l is the length of the sequence. For our implementation
of CG on pairs of target atoms, ε is the error per gate pair, represented by E2t for
the target atom. A similar calculation can also be done by analyzing the data for
the non target atoms after applying similar sequences. The εs for these measure
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Figure 3.10. Randomized benchmarking data for non-target atoms. (a) shows the
population in the |1〉 state on a semi-log plot as a function of sequence length for
spectators and (b) for line atoms. For each length 4 random Pauli sequences are combined
with 3 random computational gate sequences yield a total of 12 points. The average of
the points is fit to the equation for F2 and the result is plotted as the solid lines.

the crosstalk errors, yielding E2s and E2l for spectators and line atoms respectively.
The errors per gate are then given by, Es = E2s/2 for the spectators, Et = E2t − Es
for the target atoms and El = E2l − Es for the line atoms. The RB data for the line
and spectators is shown in Figure 3.10 on a semi-log plot of F2 with length. The
average crosstalk error per gate for the non-target atoms, defined as the weighted
(by number of spectators and line atoms) mean of Es and El, is 21(2)×10−4. RB data
for the target atoms is shown in Figure 3.11. The data is fit with dif = 1.1× 10−2,
obtained by fitting the non-target data, yielding Et = 38(16)× 10−4.

I should mention that the phase scheme mentioned in the previous section, that
works well for a simple spin echo sequence, doesn’t work optimally for randomized
benchmarking because of the global π/2 pulses. We came up with and used the
following empirical rules for generating the phase scheme of an RB sequence after
extensive experimental testing :

1. The spin echo pulses around successive Pauli pulses should follow the cycle:
{y,−y,−y, y}.

2. If the PG preceding a CG has a torque vector along the same axis as the CG’s
π/2 pulse, then the torque vector of the first π pulse inside the CG should be
opposite that of PG. Otherwise, it can have the same phase as the π/2 pulse.
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Figure 3.11. Randomized benchmarking data for target atoms. Semi-log plot of |1〉 state
population as a function of sequence length. For each length 2 random Pauli sequences
are combined with 3 random computational gate sequences yield a total of 9 points. The
average of the points is fit to the equation for F2 and the result is plotted as the solid
line.

3. The final four π pulses in a CG should follow the cycle: {y, y,−y,−y}.

Table 3.2. Errors and contribution from various sources for the second kind of gate in
units of 10−4

Index Items Spectators Line Target
E2, error per gate pair 34(4) 63(9) 55(16)
E , error per gate 17(2) 46(9) 38(16)

i Spontaneous emission of the addressing light - 8 16
ii Phase error from fluctuations in f - - 0.7
iii Phase error from microwave fluctuations - - 0.2
iv Off-resonant microwave transitions - 3.6 5.4
v Other sources 17 34 16

3.4.4 Sources of errors

The errors per gate for different classes of the atoms are summarized in table 3.2.
We have independently measured the SPAM errors, with vacuum loss contributing
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around 3%13, and imperfect AFP transfer to the clock states contributing around
2%14. Various sources contribute to the gate errors: the spontaneous emission from
each addressing beam per gate is calculated to be 8×10−4, the spontaneous emission
from the lattice photons is < 10−4 per gate, the phase errors from addressing beam
intensity and pointing fluctuations can be calculated to be < 10−4 and the error
from off-resonant transfer due to the gate microwaves is about 5.6 × 10−4. The
remaining error is inferred to be from the microwave power fluctuations which
compromise the spin echo infrastructure. This error is common to all atoms and
contributes to the crosstalk.

It should be possible to bring the microwave power errors to < 10−4 by upgrading
to state of the art microwave control. The spontaneous error from the addressing
beam can be reduced eightfold by doubling the wavelength. There would be a
significant Stark shift on the qubit states, but the effects of that can be mitigated
by adiabatic turn on in a deeper lattice. Increasing the detuning of the addressing
beam more has diminishing returns because we rely on the differential Stark shift
of the mF = 1 states. In fact, this gate would work even better in an atom where
only one of the qubit states is shifted by the addressing and the microwave can
simply be off-resonant with the qubit transition. Further twofold improvement is
also possible with a faster intensity lock of the addressing beams.

3.5 Conclusion

In conclusion we have demonstrated two kinds site-selective single qubit gates in a
three dimensional array of neutral atom qubits. The first gate sets the foundation
for targeted coherent addressing of qubits in a challenging 3D geometry with
exceedingly small crosstalk. The second gate is a qualitatively different targeted
phase gate with a very high fidelity. The low crosstalk results from the active
cancellation of phase shifting errors in a dynamical decoupling sequence. This
scheme for crosstalk cancellation can also be adapted to 1D and 2D geometries and
even other qubits like ions. The high fidelity of the second gate results from the

13The vacuum was improved considerably between the experimental implementations of the
two gate schemes.

14This is now lower than 1% after we have improved the cooling and better optimized the AFP
pulses
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extreme insensitivity of the ac Zeeman shifts accumulated over several addressings
to the addressing beam pointing and intensity fluctuations. We have demonstrated
both these features with the standard technique of randomized benchmarking.
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Chapter 4 |
Sorting atoms in 3D: an om-
niscient Maxwell’s demon

This chapter describes our work on sorting atoms in the lattice by combining
the single site addressing developed in the previous chapter with state selective
lattices to move individual atoms, rearranging them in the lattice to yield fully filled
sub-lattices. Starting with a 5× 5× 5 randomly half-filled lattice and guided by an
efficient algorithm, we selectively move atoms to generate fully-filled 5× 5× 2 and
4× 4× 3 sub-lattices. We obtain a filling fraction of ∼ 96% with a perfect filling
rate of ∼ 30%. We show that the most significant error is the spontaneous emission
of the lattice light, which is enhanced during a motion step. We use Monte-Carlo
simulations to explore the scaling of this technique to larger systems and show that
a threefold reduction in spontaneous emission should allow us to effectively sort
400 atoms starting from a 10× 10× 10 half-filled lattice. Furthermore, we propose
a "throw and catch" scheme for moving atoms which can significantly reduce the
spontaneous emission, allowing us to scale to thousands of atoms.

We further show that this implementation of sorting is also a realization of
Maxwell’s "demon" thought experiment, which reduced the entropy of a gas by
observing individual particles and sorting them by speed. Since we can cool our
atoms down to the vibrational ground state, most of the entropy in our system
is contained in the disorder associated with random loading. We show that the
sorting process reduces the configurational entropy of the system by a factor of 8
and the total entropy by a factor of 2.44. Unlike Maxwell’s thought experiment,
our demon is "omniscient" as it observes the whole system at once, reducing its
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entropy, to create the plan for sorting the atoms.
The work described in this chapter is based on reference [37].

4.1 Introduction

The standard technique of trapping neutral atoms in optical lattices and tweezer or
micro-trap arrays involves loading from a magneto optical trap and then cooling the
atoms with red-detuned optical molasses. The optical molasses photo-associates
two atoms on the same site to an attractive molecular state in which the atoms
gain enough kinetic energy to leave the lattice, leading to pairwise loss and at best,
a half filling of the lattice [43,66,92] . This random 50% loading of atoms in our
optical lattice due to light assisted collisions is a double edged sword. On the one
hand, it ensures that every occupied site has only one atom, which is desirable, but
on the other, the presence of empty sites distributed randomly is not conducive to
large scale entanglement generation and distribution among qubits.

Several approaches have been tried to overcome this problem. A blue detuned
beam can be applied to protect atoms against this loss [67, 68, 93]. The blue
detuned beam couples pairs of atoms to repulsive molecular states, with energy
large enough to induce a single atom loss but small enough to not cause double loss.
Single microtraps were loaded with up to 90% efficiency using this technique, but
it requires traps that are several milli-Kelvins deep, which is a significant challenge
for large arrays of traps. More recently, atoms were loaded in 10 × 10 array of
1mK deep traps with 80% efficiency by replacing the blue-detuned light with gray
molasses [94]. Much higher efficiencies (on the order of 99%) can be obtained with
a superfluid to Mott insulator transition [36, 95–97], but this is untenable in a
large spacing optical lattice where the tunneling is heavily suppressed. Moreover,
the non-zero temperature of the superfluid leads to randomly distributed residual
defects in the Mott insulator, which would be a significant source of error in a
quantum computation without the knowledge of defect positions in the array.

Here we use the approach proposed by Weiss et. al. in reference [46] to solve
this problem. The basic idea is to start with a randomly half filled lattice in which
single atoms can be imaged to ascertain their position. The atoms are then moved
individually in state dependent lattices to create a fully-filled sub-lattice and yield a
deterministic initialization for subsequent quantum computation. Since the atoms
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can be moved in parallel, it can be shown that the number of motion steps required
to "sort" N qubits scales as O(N1/3) in a three dimensional array [98]. This is a
very favorable dependence for scaling to a large system of qubits.

Furthermore, this selective motion of atoms to yield an ordered state from a
disordered one can also be thought of as an implementation of Maxwell’s demon.
The "demon" thought experiment experiment was proposed by Maxwell in 1872 [99],
as a challenge to the second law of thermodynamics. In essence, Maxwell imagined
a creature that could observe individual particles of a gas in a box with two
compartments. The demon could selectively open door between the compartments,
letting the faster particles accumulate in one side and the slower ones in the other,
thus sorting the gas into hot and cold components. This would decrease the entropy
of the gas and the temperature difference would allow work to be extracted from the
system, in violation of the second law of thermodynamics. This apparent paradox
was resolved by theoretical work in the twentieth century. It was shown that the
entropy of the universe would increase in collecting information about the system
with irreversible processes, which is often the case [100,101]. Although it is possible
to collect that information in a reversible way, there is always an entropy increase
as well as an energy cost associated with the demon’s memory [101,102].

Several experiments, in atomic [103], solid state [104], and photonic systems [105]
have previously been thought of as demon-like. In some of these experiments the
system is thought of as an analogue for the demon, but there is no intermediate
information storage and feedback based on collected information. In that sense, any
experiment which involves lowering the entropy by selectively acting on particles
based on their state can be thought of as demon-like. This is essentially true for
all laser cooling methods. But, the resolution of the aforementioned paradox is
intimately tied together with the intermediate information collection and storage
step, and the demon’s memory. Therefore, it is an essential feature of Maxwell’s
thought experiment.

Atoms have also been sorted in arrays of dipole traps in 1D, 2D and, concurrently
with this work, in 3D [38–40, 42, 106, 107]. These experiments have essentially
followed the ideas proposed in reference [46], by observing the the locations of
atoms and moving the traps by changing the parameters of the dipole array
generating acousto-optic modulators or spatial light modulators. The entropy
decrease in these experiments has been limited to < 10%, because most of the
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entropy in these systems is contained in the vibrational excitation of the atoms in
the trap.

A small system of four atoms was sorted in a 1D optical lattice, with the
ground vibrational state population of ∼ 60%, resulting in an appreciable decrease
in system entropy [108]. Here we sort 50 atoms in a 3D optical lattice, with a
ground state population of ∼ 89%, significantly reducing the total entropy, and
realizing the true essence of Maxwell’s demon in a large system. From a quantum
computing perspective, on the order of 50-100 qubits are required to solve a
classically intractable problem [60]. Moreover, colder atoms make better qubits in
general, with higher gate fidelities and coherence times. Good vibrational cooling
is especially advantageous in a blue detuned lattice like ours, where cold atoms
have a significantly smaller spontaneous emission rate for lattice photons.

4.2 Moving atoms

Our experiment typically proceeds as follows. After loading the atoms into the
lattice we image them and create an occupancy map. Based on the occupancy map,
a sorting algorithm creates a plan for moving individual atoms to yield a desired
fully-filled target sub-lattice. This plan consists of a list of motion steps and each
motion step has a list of atoms, referenced by their location in the lattice, and the
direction they need to be moved in by one lattice site. Essentially, each motion step
is a parallel translation of some number of atoms in a given direction. We can move
atoms in any of the six lattice directions. This plan is then communicated to our
real-time control system (Appendix A), which then takes control of all the analog
and digital channels required to execute the plan. After the sorting is finished,
we can image the atoms again and if there are any errors, vacancies in the target
sub-lattice, execute the sorting again to fill them.

Sorting requires selective motion of individual atoms in all the lattice directions.
This is accomplished by combining two previously touched upon techniques in this
thesis: single site addressing, which was used to construct single qubit gates, to flip
the atom between two states and state dependent optical lattices, which were used
to translate the atomic wave-function in projection sideband cooling, to move the
atoms.
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Figure 4.1. State dependent lattices. The potentials experienced by atoms in states
|4,−4〉 and |3,−3〉 are shown. They are overlapped when (a) φ = 0 and displaced in
opposite directions when (b) φ = π/4. Here φ is the angle between the polarizations of
the two lattice beams. in a pair. When φ 6= 0, π, the lattice depth is smaller and the
intensity at the trap minima is not zero.

4.2.1 State dependent lattices

Consider a one dimensional optical lattice formed by two counter-propagating
beams in the x direction, with their linear polarizations at some angle φ. The
electric field for the resulting standing wave can be expressed as [98]:

E(x) =
√

2E0(eiφcos(kx− φ/2)e− − e−iφcos(kx+ φ/2)e+), (4.1)

where E0 is the peak electric field of one beam, k is the wave vector magnitude and
e− and e+ are the unit vectors for σ− and σ+ polarization components, respectively.
This looks like two standing waves with different polarizations shifted in space by
φ/2k. Now consider an unrealistically simple atom with total angular momentum
J = 1/2 for ground and excited states. Due to polarization selection rules, the
mJ = 1/2 ground state only couples to the excited state through the σ− polarization
while the mJ = −1/2 state only couples through the σ+ polarization. As a result,
the lattices experienced by atoms in these to states are shifted from each other by
a distance proportional to φ.

In real atoms, there are many different magnetic sub-levels which complicate the
situation. Atoms in any state are typically influenced by all the polarizations, and
the resultant lattice differentials depend on variations in transition strengths for
different sub-levels and polarizations. The ac stark shift in these atoms is typically
a combination of a scalar shift, independent of the mF sub-level and a vector light
shift which is proportional to the mF value of sub-level. Moreover, in our system,
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there are three lattices, all at some non-zero angles to the quantization axis, and
thus they can also have a π polarization component. For Cesium atoms in our
system, we use the |4,−4〉 and |3,−3〉 of the 6S1/2 ground manifold as our sorting
states. In our configuration, the lattice potentials for these two states are given
by [44]:

U4,−4 =
1

6
Uσ+ +

1

2
Uσ− +

1

3
Uπ (4.2)

U3,−3 =
11

24
Uσ+ +

5

24
Uσ− +

1

3
Uπ, (4.3)

where Ui is proportional to the light intensity in the ith polarization component.
It is clear that the two states are predominantly influenced by either σ+ or σ−

polarizations, and equally influenced by the π polarization. Figure 4.1 shows a
calculation of these potential for the two states for φ = 0 and φ = π/4. To move
atoms, we rotate the polarization of one of the lattice beams in the beam pair
forming the lattice in the direction in which motion is desired. A rotation by π
moves atoms in the two states by half a lattice spacing in two opposite directions.
It is noteworthy that the light intensity at trap minima is non-zero for φ 6= 0, π.
This leads to a significant enhancement of lattice photon spontaneous emission in
such a configuration, and will turn out to be a major source of errors in moving the
atoms. Moreover, as shown in Figure 4.2b, the displacements of the atoms are not
linearly proportional to φ any more, due to the dependence of the potential on all
polarization components. The lattice depths also drop sharply during the fastest
part of the motion, increasing the time constant for adiabatically translating the
atom (Figure 4.2b).

We rotate the polarization of one lattice beam in each pair by using two electro-
optic modulators (Pockels cells) and a quarter wave plate in its path. The Pockels
cells are Fastpulse model 1145SG, which can safely reach up to a half-wave voltage,
Vλ/2. The setup is shown in Figure 4.3. The Pockels cells are aligned with their axes
at 45◦ to the incoming linear polarization of the lattice beams. The Pockels cells
cause a variable differential phase shift, θ, between the polarization components
along their axes. This phase shift is proportional to the applied voltage and the
resulting polarization is elliptical in general. The quarter wave plate, which is
aligned with the incoming linear polarization before the Pockels cell, converts
this elliptical polarization into a linear polarization rotated by θ/2. Thus, using
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Figure 4.2. Depth and displacement of state dependent lattices. (a) shows the depth of
the lattices experienced by atoms in |4,−4〉 and |3,−3〉 as a function of the angle between
the polarization of the lattice beams, φ. (b) shows the displacement of the state dependent
lattices as a function of φ. The lattices move in opposite directions in a highly non-linear
fashion. After the polarization has been rotated by π the lattices converge again, having
moved half a lattice spacing in opposite directions. These two parameters (depth and the
rate of displacement) set the adiabatic timescale for changing φ to move the atoms.

two cells, we can rotate the polarization by π. The direction of the polarization
rotation(clockwise or counter-clockwise, controlled by the sign of the voltage)
determines the direction of motion (for example +x or −x) for the atoms, thus
allowing us to move atoms in any of the six directions in the lattice.

4.2.2 Site selective state flips

To create a site selective motion step, we use our single site addressing to flip
the state of the atoms to be moved from |4,−4〉 to |3,−3〉. The requirements for
this state flip are much less stringent than arbitrary single qubit gates because
no coherence needs to be maintained. Moreover, the required addressing beam
powers are a factor of seven smaller than to comparably shift, say, the |4,−1〉 to
|3, 0〉 transition, because of the higher mF values. This significantly reduces the
spontaneous emission from the addressing beams and allows us to use the longer
and more efficient Adiabatic Fast Passage pulses for this transfer.
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Pockels Cells

 λ/4 plate

Figure 4.3. Setup for rotating the polarization. Pictured is the y-lattice optical com-
ponents for rotating the polarization of one of the lattice beams. The lattice beams are
shown in red. One of them (left) passes through two Pockels cells and a quarter wave plate.
The polarization of the beam is linear and nearly perpendicular to the plane formed by
both the beams before the cells. The Pockels cells have their axes at 45◦ to the incoming
polarization. The quarter wave plate has one of its axis aligned to the polarization before
the Pockels cells. The rotation angle of the polarization, φ, is directly proportional to the
voltage on the Pockels cells.

The performance of this site selective transfer depends on various factors. For
fixed parameters of an AFP pulse, there is an optimum addressing shift that provides
balance between frequency noise due to addressing beam pointing fluctuations and
the AFP scan range. The AFP scan range, on the other hand, is limited by the
requirement of not scanning over the vibrational sidebands. Thus, for robust
performance, it becomes important to ensure roughly equal addressing shifts for all
the sites in spite of the frequency insensitivity of the AFP pulse. To accomplish
this, we calibrate the addressing powers for each site individually as described in
Appendix B. The |4,−4〉 to |3,−3〉 transition is also sensitive to the periodic 60Hz
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Figure 4.4. AFP spectrum for addressed sites. The Figure shows the spectrum of target
atoms with a 3ms long AFP microwave pulse with a 12 kHz frequency sweep. All the
available atoms in a 5× 5× 5 section of the lattice were targeted sequentially in each shot
with the addressing beams and an AFP microwave pulse to drive the |4,−4〉 to |3,−3〉
transition. The horizontal axis is the offset from transition frequency of the un-addressed
atoms. Each point in the plot is the signal from ∼ 100 atoms. The gray curve is the fit to
a super-gaussian of order 4. The dashed gray line is the limit set by atom loss due to
background gas collisions.

(and harmonics) magnetic field fluctuations. Typically, these fluctuations have a
peak to peak amplitude of ∼ 1mG, which implies a transition frequency fluctuation
of ∼ 2.5 kHz. Furthermore, we have observed that the nature of these fluctuations
doesn’t change drastically for weeks or even months. This allows us to calibrate
the magnetic field related shift over a 16.67ms cycle and "re-sync"1 the sequence
to the line before the sorting starts. The calibrated frequencies can now be used
depending on when a given pulse occurs relative to the re-sync point.

1While implementing the first kind of single qubit gate, we discovered that there is significant
phase noise in the line. Even though the sequence was synchronized to the line at the beginning,
we observed shot to shot fluctuations due to the phase fluctuations of the 60 Hz B-field. To
alleviate this problem, we devised a simple digital circuit to re-sync the sequence to the line at
critical points like before projection cooling, again before gates and before sorting.
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Typically, we use a 3ms long AFP pulse with a 12 kHz sweep range, along
with an addressing shift of ∼ 50 kHz to drive these transitions. Figure 4.4 shows
the transition spectrum for addressed atoms, with an addressing shift of ∼ 50 kHz,
as the central frequency of the AFP pulse is scanned. To obtain this data, we
individually targeted all the atoms that are loaded in a 5 × 5 × 5 section of the
lattice in each shot, as we changed the microwave frequency through different shots.
The data is thus the average performance over the entire 5 × 5 × 5 section. To
ascertain the addressing fidelity, we conducted a similar experiment, but this time
we fixed the frequency at the resonance and repeated for 50 shots. This gives the
average fidelity of our site selective state flips to be ∼ 0.986. It should be noted
that atoms were projection cooled for this measurement, and the fidelity of AFP
transfers is about a factor of two better for projection cooled atoms compared to
atoms that are just polarization gradient cooled. The state flip fidelity is limited by
pointing fluctuations of the beams over short time scales and the slow drift of the
magnetic field and the alignment of the beams to the atoms over longer time scales.
Typically, we observe that the addressing fidelity falls by 0.02 over the course 100
implementations of the experiment, mostly due to the slow drift of the addressing
beams.

4.2.3 Filling a vacancy

The site selective state flips and state dependent lattices can now be combined
to move individual atoms and fill vacancies in the lattice. The basic sequence of
steps is outlined in Figure 4.5 for two atoms separated by a vacant lattice site. In
general, all atoms are initially prepared in |4,−4〉, also called the stationary state,
by optical pumping. The atoms to be moved are sequentially flipped to |3,−3〉, also
called the motion state. As the polarization of a lattice beam for a given lattice
direction is rotated, the atoms in stationary and motion states move in opposite
directions by half a lattice spacing after the polarization has been rotated by π. At
this stage, the atoms in the motion state (|3,−3〉) are optically pumped back to
the stationary state (|4,−4〉) by a global pulse. As the polarization of the lattice
beam is rotated back to zero, all the atoms move in the same direction, with atoms
initially in the stationary state returning back to their original location and the
atoms initially flipped to the motion state moving by one lattice site. This sequence
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Figure 4.5. Filling a vacancy . The curves show the lattice potential as a function of
position for the motion state (orange curve) and the stationary state (blue curve). Brown
curves indicate overlapping potentials. The arrows denote the direction of a time series in
which the angle (φ) between the polarizations of the two lattice beams is adiabatically
ramped to π and back to 0. The atom to be moved is transferred to the motion state
(orange circle) using targeted addressing at the beginning of the time series. As the
polarization of one of the lattice beams is rotated, the atoms in the motion state and the
stationary state (blue circle) move in opposite directions, settling half a lattice spacing
away from their original positions when φ = π. The atom in the motion state is then
optically pumped to the stationary state (illustrated by the red arrow). As the polarization
is rotated back, both atoms move in the same direction, with the atom that started in
the stationary state returning to its original position and the atom that started in the
motion state moving by one lattice site. 65



Figure 4.6. Timing sequence for a motion step. A motion step to move n atoms is
shown. n atoms are sequentially targeted by the addressing beams and transferred from
the stationary state to the motion state using microwaves. The Pockels cell voltages are
ramped up to the half-wave voltage (Vλ/2) on each in order to move atoms by half of the
lattice spacing. After motion, the atoms are optically pumped so that they all return to
the stationary state. The voltages are then ramped back down. A final optical pumping
ensures optimal preparation for the next motion step.

of steps moves a chosen set of atoms by one lattice spacing and resets the system
back to the initial point, where the same sequence can be repeated with another
set of atoms in another direction.

Figure 4.6 shows the pulse sequence schematic for one motion step. The sequence
starts by flipping a given set of atoms one by one from the stationary state to the
motion state with single site addressing and 3ms long AFP pulses. The addressing
laser powers are ramped up over 40µs, after which we wait for another 110µs for
our intensity lock to settle before every AFP pulse. The voltages on each of the
two Pockels cells in a lattice beam are linearly ramped to the half-wave values in
3ms. This results in a cumulative differential phase shift of 2π and a rotation of
the polarization by π. The half-wave voltages for the Pockels cells are ∼ 5.5 kV

and are provided by TREK 610 HV supplies with a maximum slew rate of 20V/µs,
although here we are limited to slower ramps by the adiabaticity requirements to
not heat the atoms during motion. After the ramp, we wait for 250µs for the
voltages to settle and apply a 250µs long optical pumping pulse to flip all the
atoms in the motion state back to the stationary state. The polarization is then
rotated back to 0 radians in another 3ms, moving the initially flipped atoms by
one lattice site. A final optical pumping pulse ensures clean preparation for the
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next motion step.
There are several technical considerations related to the execution of this motion

step. First, throughout the motion step, both the Pockels cells have the same
voltage, even though the half-wave voltage values for the two cells might be different.
The small differences from the half-wave values at the peak voltage point in the
sequence do not matter, as long as the cumulative phase shift is 2π. To precisely
find this value of the peak voltage, we use the fact that when polarization is rotated
by 0 or π there is no matrix element for the vibrational level changing microwave
transitions from |4,−4〉 to |3,−3〉. Thus, we vary the voltage around the expected
half-wave value for each cell and look for the suppression in ∆ν = 1 vibrational
sideband transition from |4,−4〉 to |3,−3〉, where ν is the vibrational quantum
number2. Second, the optical pumping in the motion step heats about ∼ 7% of
the population to higher vibrational levels. This can be avoided by replacing the
optical pumping with another set of site selective state flips. We chose to avoid the
hassle of aligning addressing beams to half-way in between the lattice sites at the
cost of heating. Finally, all the timing parameters were empirically optimized by
measuring errors in motion steps as described in the next section.

4.2.4 Motion fidelities

The primary process that introduces errors in motion, in the limit that the motion is
adiabatic, is spontaneous emission of the lattice photons. In a blue detuned lattice
like ours, the spontaneous emission is heavily suppressed because the atoms are
trapped at the intensity minima. But during a motion step, the atoms experience
much more light intensity, as shown in Figure 4.4, leading to a 10 times higher rate
of spontaneous emission. During the motion, an atom can spontaneously emit a
lattice photon and scatter to the "wrong" state, in which it is anti-trapped at its
location, leading to atom loss from the lattice. Sometimes it can scatter to the
wrong state, stay trapped and start moving in the wrong direction. As a result, an
atom that was supposed to move, would have not moved at all and vice versa. In
the process of sorting, this can eventually lead to two atoms at the same site, which
are lost due to pair-wise light assisted collisions when they are imaged, leading to

2This is the same technique we use to find the "zeroing" voltages for the cells. This is important
for projection sideband cooling.
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Figure 4.7. Measured motion fidelity as a function of the number of motion steps in (a)
|4,−4〉 and (b) |3,−3〉 in the x (maroon circles), y (blue squares) and z (green diamonds)
directions. The lines are fits to the data. The error bars represent one standard deviation.
Each point corresponds to about 600 atoms.

"double" loss.
We measured the motion fidelities for both the states (|4,−4〉 and |3,−3〉) in

each of the lattice directions. For |4,−4〉 , we started by preparing all the atoms
in |4,−4〉 by optical pumping. We then ramped each of the Pockels cells to the
half-wave voltage, Vλ/2, followed by a ramp to −Vλ/2, and another final ramp to 0.
This sequence was repeated several times in a shot leading to atoms moving back
and forth around their initial lattice site by half a lattice spacing. Every N repeats
of this sequence correspond to motion during 2N motion steps. After N repeats,
the atoms were imaged again and the fraction of atoms left at their original site
was treated as the fidelity of 2N motion steps. Figure 4.7a shows this fidelity as a
function of number of the motion steps for each lattice direction. Each point is an
average of 10 experiment implementations, corrected for loss due to background
gas collisions. A linear fit to this data gave us the fidelity per motion step. For
atoms in |4,−4〉, the fidelities are: {0.9951(6), 0.9982(6), 0.9962(4)} for the {x, y, z}
directions. A similar experiment was done with all the atoms in the |3,−3〉 state by
using an AFP pulse to transfer the atoms to |3,−3〉 after optical pumping to |4,−4〉.
The motion fidelities for atoms in |3,−3〉 are :{0.9956(4), 0.9961(10), 0.9956(1)} for
the {x, y, z} directions (Figure 4.7b).
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4.3 Sorting Algorithm

The sorting algorithm to generate a sequence of motion steps that compacts a
collection of atoms in a three dimensional lattice to a smaller sub-lattice was
proposed in reference [98]. The implementation of that algorithm results in a
roughly even distribution of atoms, similar to one that would result from starting
at one corner of the lattice and filling it site by site iterating over the co-ordinates
one by one. While this algorithm yields a compact distribution of all the atoms, it
doesn’t result in a regularly filled arbitrary sub-lattice. For our experiment we have
modified the algorithm to do just that i.e. starting from a half filled N ×N ×N
lattice, to yield a fully filled X × Y × Z sub-lattice given XY Z < N3/2. This
section provides a brief review of the sorting algorithm as well as our modifications
to the algorithm. The details of the implementation of the algorithm in C++
are provided in appendix C. The sorting algorithm has two stages: balancing and
compaction. Suppose the objective was to compact the atoms in the z direction,
with fully filled x− y planes as far as possible. In that case, balancing results in an
equal number of atoms in all the z-rows (i.e. x and y co-ordinates are constants) of
the atoms as far as possible. For example, in a 5 × 5 × 5 lattice loaded with 52
atoms, balancing would result in two atoms in 23 of the z-rows and three atoms in
the remaining 2 z-rows. A simplified example of this is shown in Figure 4.8 for a
3×3×3 lattice, where balancing leads to two atoms in each z row. After balancing,
atoms in each of the z-rows are moved towards one of the x− y planes in parallel
(compaction), without putting them on the same site. Say the objective was to
compact the already balanced z-rows towards the lowest x− y plane, as shown in
the figure. Compacting requires following simple steps:

1. For each z-row start at z = 0 and find the first vacancy at coordinate zV , say.
There will always be vacancies for 50% loading and a balanced lattice.

2. Move all the atoms at z > zV by one lattice site towards z = 0. If there are
no atoms beyond the first vacancy, the z-row is already compacted and is to
be ignored for future iterations.

3. Repeat these steps until all the rows are compacted.

This fills the x− y planes one by one leading to a compacted lattice. Balancing, on
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Balancing

Compaction

Figure 4.8. Balancing and compaction. Simplified illustration of two parts of the sorting
algorithm in a 3 × 3 × 3 lattice. Orange and blue circles denote atoms in motion and
stationary states respectively; empty circles denote empty sites. The first motion step
’balances’ the array so that every z-row has exactly two atoms. The second motion step
’compacts’ atoms into two planes.
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the other hand, is more complicated and will be discussed in the next section.

4.3.1 Balancing

The basic idea of balancing is to divide the lattice into two halves and move atoms
from one half to the other, such that each one has an equal number of atoms. This
procedure is then repeated recursively for those halves. Consider an N ×N ×N
lattice, L with M atoms. After L is balanced, each z-row would have at least
k=b M

N2 c atoms. An informal description of the algorithm for balancing is as follows:

1. If this is the first iteration, choose a dividing plane, P, to be an x− z plane.
Otherwise, choose the dividing plane to be perpendicular (either x − z or
y − z) to the previous iteration. Choose P to divide the lattice into two
sub-lattices, S1 and S2, that are as similar as possible (that is, a difference of
one plane between S1 and S2 is permitted if the lattice dimension is odd).

2. If the number of z-rows is p in S1 and q in S2 , the required number of atoms
in S1 is pk and the required number of atoms in S2 is qk. Move atoms between
the two sub-lattices until they each have at least the required number of
atoms.

3. Repeat these steps for both S1 and S2 until each one of them is a single z-row.

There are several non-trivial considerations with regard to the implementation
of the balancing algorithm. The first consideration relates to the order in which
the sub-lattices are balanced. The balancing algorithm can be thought of as
construction of a binary tree with a sub-lattice and a sequence of sorting steps
associated with each node of the tree. As shown in Figure 4.9, it starts with the
whole lattice, L at the root node, with steps for the balancing of its two halves.
It splits into its two sub-lattices, which further split into their own sub-lattices
and so on until a single z-row at each of the "leaves". All the nodes at the same
depth of the tree are balanced across the same plane direction, either x − z or
y− z. Therefore, for an optimized implementation that minimizes the total number
of motion steps, it is necessary to combine the motion steps at all nodes at the
same depth as far as possible. A simple recursive implementation of the algorithm
would result in a depth first construction and traversal of the tree, i.e. each branch
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Figure 4.9. The balancing tree. The Figure shows the first three levels of the balancing
tree for a 3× 3× 3 lattice. The balancing is done level by level starting at the root node
with the whole lattice. To start, the lattice is divided into two sub-lattices by an x− z
plane (brown). Atoms are moved across the plane to balance the sub-lattices. In the
next level, the the two sub-lattices are divided by y − z planes (blue) and balanced in
parallel. The process is continued, exhausting the tree one level at a time until all the
leaves (z-rows) are reached. The dividing planes alternate as the levels increase.

traversed wholly before moving onto the next branch. This would lead to an
inefficient sequence of motion steps. Thus, a breadth first traversal of the tree is
required, where each depth of the tree is exhausted before the next one. The details
of this implementation are provided in appendix C.

Second, moving a given number of atoms, say n, from one sub-lattice to the
other, say S1 to S2, has many possibilities for which n atoms to choose in S1 and
where to move them in S2 . Our algorithm chooses a sequence that minimizes the
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total number of motion steps and addressings required to balance the two sub-
lattices, with an additional constraint that atoms are only moved in the direction
perpendicular to the dividing plane, P between S1 and S2. Briefly, the steps are as
follows :

1. If this is the first iteration, start with the plane, P ′ in S1, closest to P . If
not chose P ′ to be the next plane in S1, from the plane chosen in previous
iteration.

2. Find all the atoms in P ′, and for every atom in P ′ find the closest vacancy in
S2 in the same "column". Keep track of the distances of the atoms to their
closest vacancies.

3. If p total atoms have been found before this iteration, choose n − p atoms
found in this iteration with the lowest distances to be moved. If the the
number of atoms found in this iteration are not enough, repeat steps 1-3,
otherwise, terminate.

It will often be the case that an atom found in S1, to fill a vacancy in S2, will
have several atoms "in the way" in S2. In that case, all those atoms, including
the atom in S1, are moved until the vacancy is filled. The atom in S1 is moved
until it enters S2. It is also possible that there would be multiple atoms in the
same "column" of S1 to be moved to fill some vacancies. The previous sequence of
steps then easily generalizes. These steps can be thought of as, for that particular
column, compacting all atoms starting at the farthest atom found in S1 towards
the farthest vacancy found in S2.

4.3.2 Modifications to the algorithm

In quantum computation and quantum simulation experiments, the requirement is
often to sort the atoms in a half filled larger N ×N ×N to a fully filled cuboid
X × Y × Z lattice. While the previously discussed sorting algorithm would yield a
compacted lattice for which a fully filled N×N×Z lattice would always be a subset,
it doesn’t result in an arbitrary cuboid given enough atoms. Moreover, even for an
N ×N × Z target sub-lattice the number of motion steps and state flips needed to
implement the full sorting would always be more than just sorting to that target.
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When the target sub-lattice is N ×N × Z, there is a simple modification to the
balancing algorithm that results in an optimum number of motion steps. Instead
of doing a full balance i.e. ensuring close to equal number of atoms in each of the
z−rows, it sufficient to balance such that each z-row has at least Z atoms. For
example, in sorting atoms in a 5× 5× 5 lattice to a single plane, it is acceptable to
not move any atoms into a sub-lattice if every z-row in that sub-lattice has at least
one atoms, even though it’s other half might have substantially more atoms. The
full balancing , on the other hand, would lead to moving atoms into this sub-lattice
until every z-row had 2 at least two atoms, in case of half-filling. Similarly, the
compaction has to be modified to move only Z atoms in each z-row to the target
planes, instead of compacting all the atoms in each row towards a plane.

In the more general case of an X × Y × Z target sub-lattice, atoms are first
moved into an X × Y ×N section of the lattice. This is done by looking at each of
the sub-lattices outside the X × Y ×N section in the larger lattice, and moving
as many atoms as possible from each one of them with motion steps in only one
direction, which is perpendicular to the dividing plane of the outer sub-lattice and
the X ×Y ×N section. This ensures that we have enough atoms in the X ×Y ×N
section, which can now be run through our modified balancing and compacting to
yield a fully filled X × Y × Z lattice. For example, if it was required to sort atoms
in a 5×5×5 lattice to a 4×4×3 section, atoms are moved from the outer 1×5×5

and 5× 1× 5 planes to the remaining 4× 4× 5 section with motion steps in x and
y directions respectively. The 4× 4× 5 section is then balanced and compacted
to a 4 × 4 × 3 lattice. While it may seem that this moving of atoms from outer
sub-lattices does not guarantee enough atoms in the X×Y ×N section, monte-carlo
simulations show that it always works with > 50% loading and sorting to a lattice
with XY Z < N3/2. This approach of bringing atoms from outer sub-lattices as a
first step is probably sub-optimal from an algorithmic perspective, but works well
nonetheless.

4.4 Results

Starting with a 5× 5× 5 half-filled lattice, we implemented the sorting algorithm in
our system to to create a fully filled 5× 5 plane of atoms, and fully filled 5× 5× 2

and 4× 4× 3 sub-lattices. We started by cooling atoms to the grounds state and
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implemented the sorting algorithm based on the distribution of atoms and the
required target sub-lattice. After sorting, we re-imaged the atoms to determine
the vacancies in the target sub-lattice due to errors in the first "sort". The sorting
algorithm was then applied again to fill these vacancies, this time without projection
sideband cooling. The last two steps were repeated again for a total of three sorts.

After three sorts, we can fill a plane perfectly > 70% of the time, with a filling
fraction > 98.5%, essentially limited only by loss due to background gas collisions.
Filling a plane is considerably simpler than sorting to other more complicated
sub-lattices, as it almost never requires more than one balancing step, since the
expected number of empty z-rows is 1.5 for 50% filling. The average number of
motion steps required for filling a plane are 3.86 with 14.4 state flips in total,
dominated by the compaction step, which can require atoms to be moved to the
central plane from two planes away in either direction.

For 5×5×2 and 4×4×3 sub-lattices, we achieved 97% and 95% filling fractions
respectively, after three sorts. The perfect filling rate was 32% for the 5× 5× 2

sub-lattice and 27% for the 4× 4× 3 sub-lattice. 5× 5× 2 required an average of
6.4 motion steps and 38 state flips in total, while 4 × 4 × 3 required 5.6 motion
steps with 62 state flips. The significantly higher number of state-flips for 4× 4× 3

result from the first two motion steps which try concentrate all the atoms in the
lattice to a 4 × 4 × 5 section. The total time for each sort is ∼ 190ms. Figure
4.10 shows implementations of sorting to 5× 5× 2 and 4× 4× 3 sections, which
were successful after two sorts. The filling fractions for both the target sub-lattices
as a function of number of sorts are shown in Figure 4.11 by the solid red lines .
The filling fraction saturates to a value less than 1 when the rate at which errors
are introduced in the already sorted atoms balances against the rate at which the
vacancies are filled. The errors are due to the motion steps that are required to
fill the remaining vacancies, leading to double loss and hopping of already sorted
atoms and the atom loss because of background gas collisions. Thus, more sorts
would not be helpful at this point and the filling fraction would eventually decrease
when, due to loss, there aren’t enough atoms available to fill the vacancies. The
extra atoms left after sorting can either be cleared out of the lattice or left for later
use to potentially correct atom loss errors.
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Figure 4.10. Sorted 5× 5× 2 and 4× 4× 3 sub-lattices. (a)-(f) The five images in each
row correspond to the five lattice planes (labelled 1-5). The colour map shows intensity.
The associated grid patterns are real-time occupancy maps, generated by processing the
five images. The two sets of images,(a)-(c) and (d)-(f), are from two different experimental
implementations. (a) An initial, unsorted atom distribution. The occupancy maps are
used as the basis of a series of site-selective state flips and state-selective translations
that execute our sorting algorithm. (b) Result after one sorting sequence with the goal
of filling a 4× 4× 3 sub-lattice in planes 2-4. There are three errors after this sort (one
in plane 3, two in plane 4). (c) Result after a second sorting sequence starting from the
distribution in b. The sorting goal has been reached. Atoms outside the target sub-lattice
can be kept as spares, or they can be selectively state-flipped and removed by a resonant
clearing beam. (d) Another initial, unsorted atom distribution. (e) The result after one
sorting sequence with the goal of filling a 5× 5× 2 sub-lattice in planes 2 and 3. There
are four errors after this sort (one in plane 2, three in plane 3). (f) The result after a
second sorting sequence starting from the distribution in e. The sorting goal has been
reached. The absence of spare atoms in f is coincidental.
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Figure 4.11. Filling fraction and entropy. The empty red symbols show the filling
fraction as a function of the number of sorts for 5× 5× 2(circles) and 4× 4× 3 (squares)
target sub-lattices. The circles (squares) show results based on 85 (48) experimental
implementations. The red horizontal dashed line is the limit associated with loss from
collisions with background gas atoms during the 1 s required to image and sort. The solid
blue symbols show the configurational entropy as a function of the number of sorts for
5× 5× 2 (circles) and 4× 4× 3 (squares) target sub-lattices. The total entropy at the
beginning and at the end is the sum of the vibrational entropy (blue horizontal dotted
line) and the configurational entropy; sorting reduces it by a factor of 2.44. The 1− σ
error bars are smaller than the size of the symbols.

4.4.1 Entropy and Maxwell’s demon

After sorting the atoms, we projection sideband cooled them to the ground state,
measured the vibrational sidebands to ascertain the populations in various vibra-
tional states and calculated the vibrational entropy. This data was shown in Figure
2.6 in Chapter 2. Projection sideband cooling leads to ground-state occupation
probabilities of 0.949(7), 0.954(6) and 0.985(1) in the x, y and z directions, respec-
tively, which implies 89% occupation of the 3D vibrational ground state. The state
is not thermal, but population is overwhelmingly in the lowest three vibrational
states. Say, the normalized sidebands for the three lattice directions are given
by Xi, Yi, and Zi, where i = ∆ν is the order of the sideband, with ν being the
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vibrational quantum number and X0 = Y0 = Z0 = 1. The probability of finding an
atom in the nth vibrational level of the X lattice is given by :

pX(n) = Xn −Xn+1, (4.4)

with similar expressions for Y and Z represented by pY (n) and pZ(n). The proba-
bility of finding an atom in the vibrational state (n1, n2, n3) is then given by:

p(n1, n2, n3) = pX(n1)pY (n2)pZ(n3) (4.5)

The vibrational entropy is then simply given by the Boltzmann formula :

Sv = −kB
∑

n1,n2,n3

p(n1, n2, n3)ln(p(n1, n2, n3)), (4.6)

where kB is the Boltzmann constant. For our final state, we calculated the vibra-
tional entropy to be 0.59kB.

Sorting the atoms decreases the configurational entropy of the system, which
is the entropy associated with the distribution of atoms in the lattice. It can be
shown that for a lattice with filling fraction n̄, the configurational entropy is given
by [109]:

Sc =
1

n̄

(
n̄ln

(
1

n̄

)
+ (1− n̄) ln

(
1

1− n̄

))
kB (4.7)

The configurational entropy for sorting implementations for 5 × 5 × 2 and
4 × 4 × 3 target sub-lattices as a function of number of sorts is shown in Figure
4.10 by the solid blue lines. Initially, the configurational entropy is significantly
higher than vibrational entropy of cold atoms (shown by the dashed blue line),
and thus it is the primary contributor to the total entropy. Sorting reduces the
configurational entropy by a factor of 8 to 0.16kB and the total entropy by a factor
of 2.44 to 0.75kB.

Our experiment increases the entropy of the outside world, which is carried
away by the scattered imaging photons, while observing the initial positions of
the atoms. In that process, the configurational entropy of the system goes to zero,
as we have complete information about the site occupancy of the lattice. The
stored occupancy information is then used as a guide to the execution of reversible
operations that leave the system in a manifestly low-entropy state, making our
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experiment conceptually like a Maxwell’s demon. While the sorting of atoms may
seem no different from sorting checkers on a board, the difference here is that most
of the initial entropy of our system is in the initial configurational disorder, so
that by measuring and sorting we considerably reduce the total system entropy.
Maxwell’s demon collected information and acted on one particle at a time. In
contrast, our demon is omniscient and obtains an occupancy map of the whole
system as the first step, so that it can map out a plan to act on all the particles in
parallel.

Unlike Maxwell’s demon, our experiment doesn’t create a temperature gradient
from which work could be extracted by driving a heat engine. On the other
hand, it might be possible to create a much colder gas with sorted cold atoms by
carrying out the approximately inverse process of a superfluid to Mott insulator
transition. It was shown in reference [109] that sorted atoms in an optical lattice
with sufficiently low entropy can be mapped to a Bose Einstein Condensate by
adiabatically transforming the lattice to a 3D box potential or a gaussian trap. For
the 3D box potential, which is more challenging than a gaussian trap in entropy
requirements, the entropy per particle threshold for such a transition is 1.24kB,
which is comfortably surpassed in our experiment. Although the adiabatic time
scale for such an experiment is too large in our optical lattice, it would be possible
if this experiment were to be done in accordion lattices, which implement variable
lattice spacings by dynamically changing the angle between the lattice beams [110].
That would present a third path to quantum degeneracy of cold atoms, joining
many evaporative-cooling experiments and one laser-cooling experiment [111–113].

4.4.2 Errors and scaling

To study the effects of various errors in a motion step on the sorting scheme, as well
as the scalability of sorting, we implemented monte-carlo simulations for systems
of various sizes3. There are three sources of error of importance. Errors in site
selective state flipping can lead an atom not moving from its site at all, resulting
in failure of all subsequent motion steps involving that atom. Another adjacent
atom in the direction of motion that was also moved can end up at the same site,

3These simulations also served as a test bed for algorithms before plugging them into the
experiment.
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eventually leading to double loss. As mentioned before, spontaneous emission of the
lattice photon can lead to both hopping and loss for both motion and stationary
atoms in a motion step. Atom loss from the background gas collisions sets an
ultimate limit on the highest obtainable filling fraction. For our experiment, the
background loss is 2.2% during the first sort (including time during final imaging
and projection cooling) and 1.1% for all subsequent sorts, which are shorter by a
factor of 2 as they lack projection cooling. This puts an upper limit of 98.9% on
the filling fraction.

Monte Carlo simulations of this sorting algorithm start with a randomly half-
filled 3D array. Errors are probabilistically applied at each motion step and atom
loss is considered after the completion of a sort. We calculate a separate motion
fidelity for each internal state as the average of the measured fidelities in the three
directions. One thousand simulations were run for various lattice dimensions and
various target sub-lattices. The simulations predict an average filling fraction of
about 0.97 for 5 × 5 × 2 and 4 × 4 × 3 target sub-lattices after three sorts, in
agreement with our measured filling factor to within the uncertainty associated
with our measured errors. It is clear that a steady state is reached after three sorts,
and this would eventually start decaying due to atom loss.

Insight into the effects of different kinds error on the sorting can be obtained by
looking at the number of motion steps as well as the number of state flips in each
sort. The number of state flips drops sharply to 10 from the second sort onwards,
while the number of motion steps stays roughly constant. This is because there
are only a few errors after the first sort and atoms often need to be moved from
far away sections of the lattice to fill them. Moreover, state flip errors affect only
a few atoms in each motion step, while spontaneous emission errors affect all the
atoms. Thus, the final filling fraction obtained after multiple sorts depends much
more strongly on errors due to spontaneous emission than those due to imperfect
addressing. A factor of 5 increase in the addressing error, keeping all the other
errors at the current values in the experiment, barely affects the filling fraction
after three sorts, decreasing it to 95%. On the other hand, a factor of 5 increase in
the spontaneous emission error reduces the filling fraction to ∼ 77% after 3 sorts.
In fact, multiple sorts do not help if the error is so high. The highest filling fraction
of ∼ 83% is obtained after the first sort. Similarly, if the spontaneous emission
were to be decreased by a factor of 5, the filling fraction would be 98.5% after 3
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sorts, essentially only limited by vacuum lifetime.
We also studied the scaling of this technique by simulating the filling of 7×7×7

and 10× 10× 4 sub-lattices starting from a half-filled 10× 10× 10 lattice. With
our current rates of errors, the highest filling fractions are obtained after four sorts,
peaking at ∼ 93%. If the spontaneous emission were to be reduced by a factor of
three, say by detuning that lattice further by a factor of 3, the filling fraction can
be pushed to > 97%. Filling these lattices requires an average of ∼ 10 motion steps
and ∼ 740 state flips in the first sort, in line with the expected scaling.

4.4.3 Improving the errors: throw and catch

To move the atoms in our implementation of sorting, we slowly translate the lattice
such that the atoms can follow the lattice potential. While this adiabatic procedure
doesn’t cause much heating by itself, the increased light intensity seen by the atoms
for long times significantly increases the lattice light spontaneous emission and
associated errors. A polar opposite, highly non-adiabatic approach is also possible
which can significantly decrease the spontaneous emission. The idea is to kick or
throw the atoms in the lattice and turn the lattice off. After the atoms have moved
the required amount due to the throw, they are caught in a shifted lattice potential.
At first glance, it may seem like this "throw-and-catch" might significantly heat
the atoms in the lattice. It turns out though, that it is possible to structure the
throwing and catching steps in such a way that the original motional wave-function
before the throw is perfectly recovered in the caught position, causing no heating.

The general strategy is shown in Figure 4.12 and proceeds as follows. The atom
is initially trapped in a lattice, with its harmonic trap characterized by "distance

units" or the characteristic ground state wave-function size, α1 =
√

~
mω1

, where ω1

is the trap frequency. To throw an atom, the lattice is shifted suddenly (compared
to the trap frequency) by some distance x0 (by suddenly rotating the polarization
by corresponding amount). In general the lattice depth is different after the
polarization is rotated, and the trap at this stage can be characterized by distance
units, α2. The atom accelerates towards and reaches the trap minima in a quarter
cycle, at which point the lattice is turned off and the atom is released. The atom’s
wave-function translates and evolves in free space for some time, t1, at which
point the lattice is turned on again with its minima at location, x1, compared
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Figure 4.12. Throw and catch. The Figure shows the evolution of the probability
distribution of the ground state atomic wave-function in a throw and catch scheme for
moving atoms. The initial position of the wave-function is at x = 0. At time t = 0 the
trapping lattice is suddenly shifted by distance x0 by rotating the polarization (blue curve).
This shift also decreases the lattice depth in accordance with Figure 4.2. The harmonic
trap due to this lattice is parametrized by α2 as described in the text. The wave-function
evolves for a quarter cycle in this trap, denoted by blue line on the time axis. The atom
is released by turning off the lattice and its wave-function is allowed to evolve for time t1,
after which it reaches position x1. The lattice is turned on again with its minimum at
x1 (green curve), now parameterized by α3. During the quarter cycle evolution in this
trap (green line on the time axis), the atom climbs the potential hill and comes to a stop
at half the lattice spacing (a/2) away from its initial position. The lattice is turned off
again and the atomic wave-function is allowed to evolve for time t2 in free space. After
time t2, the wave-function has evolved to the same as initial wave-function shifted by
a/2. The color of the curve denotes the overlap-squared with the shifted ground-state
wave-function. The original lattice, shifted by half the lattice spacing (gray curve), can
now be turned on to re-trap the atom.

82



to the initial position of the atom. The trap here is characterized by α3. The
wave-function climbs the potential hill in this trap for a quarter cycle and reaches
it’s final position. At this point, the lattice is turned off again an the wave-function
is allowed to evolve again in free space for time, t2. The wave-function doesn’t
translate anymore because the average velocity is zero. If the parameters, t1, t2,
x1, and the depth of the catching lattice (related to α3) were chosen correctly, the
atom’s motional wave function would be just the original wave-function shifted by
a/2 where a is the lattice spacing. Now the original lattice, shifted by a/2, can be
turned on again (polarization rotated by π). If this turn on is sudden enough, the
atomic wave-function would project to the same vibrational state. Now the state
of the atom can be flipped and the preceding steps can be performed again with
the opposite kick, leading to the atoms initially in the motion state translating
by a lattice spacing and atoms initially in the stationary state returning to their
original positions.

If the laser intensity is kept fixed, the αi only depend on the rotation angle,
θ, of the polarization. These can, in general, be controlled by controlling the
laser intensity. We will typically be looking for solutions that start with an atom
in the deepest possible lattice and only involve decreasing the laser intensity for
subsequent stages, since that is typically a limiting factor. An analytical, albeit
complicated solution to find these parameters is possible if the atom is initially in
the ground vibrational state. Here I outline the steps to obtain the solution and
present the final results. The full solution is calculated in a mathematica notebook
in Appendix D.

We start with the original ground state atomic motional wave function centered
at x = 0 in the trap characterized by α1. This wave-function is given by:

ψ0(x) =

(
1

α2
1π

) 1
4

exp

(
− x2

2α2
1

)
(4.8)

The trap is now suddenly shifted by x0 and is now characterized by α2. To
find the wave-function of the atom released from this trap after a quarter cycle
evolution, ψrelease, we will use the quarter cycle propagator of the shifted harmonic
trap given by :
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Kq(x, x
′) =

exp

(
− i(x−x0)(x′−x0)

α22

)
√

2πiα2
(4.9)

This gives,
ψrelease(x) =

∫∞
−∞Kq(x, x

′)ψ0(x′)dx′ (4.10)

This wave-function evolves in free space for time t1 and the wave function after
such a free space evolution, ψfree, is given by:

ψfree(x) = F−1
(

exp
(
−i~k2t1

2m

)
F , (ψrelease(x))

)
(4.11)

where m is the mass of the atom and F and F−1 represent Fourier and inverse
Fourier transforms, respectively. The wave-function is then caught in the lattice
characterized by α3, with a trap minimum at x1. The wave-function after a quarter
cycle evolution in this trap, ψcaught, is obtained by using equations similar to (4.9)
and (4.10), starting with ψfree. This trap is then turned off and ψcaught is evolved
again in free space for time t2. The final wave-function is of the form:

ψfinal(x) = A exp (i(c0 + c1x+ c2x
2)) exp (−c3(x− xf )2), (4.12)

where ci and xf depend on various evolution times and lattice depths considered
until now. For this wave-function to match the original wave-function, only shifted
by some amount, the imaginary part of the argument of the exponential should
be a constant, i.e. c1 = c2 = 0. Another condition is given by c3 = 1

α2
1
. A final

condition is given by ensuring that the total distance travelled by the atom be
equal to half the lattice spacing, i.e. xf = a/2. Simultaneous solution of these
conditions yields the following four equations:

t2 =
α4

1α
4
3t1

α8
2 + 4α4

1b
2t21

(4.13)
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x1 =
x0 (α2

2 + 2bt1)

α2
2

(4.14)

α3 =
4
√
α8

2 + 4α4
1b

2t21
α2

(4.15)

x0

(
α2

3 + 2bt1
α2

2

+ 1

)
=
a

2
(4.16)

Here b = ~
2m . Here the second equation (4.14) simply says that the catching

lattice should be turned on with its minimum at the atom position at time t1 after
the release.

This is an overdetermined system with many solutions, and we will proceed
by fixing α1, α2, and x0 to experimentally reasonable values to obtain a particular
solution. We will start with atoms in the deepest lattice available to us (α1 =

0.071µm), at maximum laser intensity, and shift it by x0 = 0.5µm. This translation
also decreases the trap depth by a factor of ∼ 3, giving α2 = 0.092µm. Solving
eqns (4.13 - 4.16) yields the values of other parameters, α3 = 0.118µm, t1 = 39µs,
t2 = 14µs, and x1 = 1.61µm. At maximum laser intensity, the lattice depth at
x1 = 1.61µm is larger by a factor of two than needed for this value of α3. So, the
sequence requires the lattice laser power to be decreased to a half at the catch.
The quarter cycle evolution time is ∼ 28µs in the α2 lattice and ∼ 46µs in the α3

lattice. This gives the total time for half a motion step to be ∼ 127µs. The lattice
spacing here is taken to be 4.86µm. This is the solution shown in Figure 4.12.

In addition to picking experimentally reasonable values, one should try to find
a solution such that the wave-function doesn’t expand so much in free evolution
that the harmonic trap approximation is violated. The atom shouldn’t be caught
too far from the its final position for the same reason. The fact that this solution
causes no vibrational excitations has also been verified numerically. Although, the
solution was constructed by only considering the ground vibrational states, it has
also been numerically verified to work for higher vibrational states (ν = 1 and 2).
It is not obvious why this should be the case, but not entirely surprising since the
whole time evolution can be thought of as an action of a unitary operator, and
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the simplest possibility for that unitary operator is just the translation operator as
suggested by its action on the ground state.

Calculation shows that this scheme can reduce the spontaneous emission rate
per motion step to < 2× 10−4, improving the errors in motion step by a factor of
> 30. This would allow us to sort 400 atoms in a half-filled 10× 10× 10 lattice
to a ∼ 99% filling fraction, with the current rates of other errors, limited almost
entirely by the background loss rate. The implementation of this scheme requires
sudden translation of the lattice potential (compared to the trap frequency) as
well as fast turn on and turn-off of the lattice laser power. This requires a high
voltage amplifier for the Pockels cells with a large slew rate to quickly rotate the
polarization of the lattice beam. The amplifiers currently in use have a slew rate of
20V/µs, which is too slow for this throw and catch scheme. We plan to replace
these amplifiers with the TREK PD05034-L, which has a maximum slew rate of
1000V/µs and would allow us to shift the lattice by 0.5µm in ∼ 2µs.

4.5 Conclusion and outlook

The experiment described in this chapter sort individual atoms in our randomly
half-filled 3D optical lattice. In addition to being a realization of Maxwell’s
famous though experiment, it prepares a favorable initial state for a neutral-atom
quantum computer with one atom at nearly every 3D lattice site, each cooled
near its vibrational ground state. The cold array minimizes many potential errors
in Rydberg-gate-based quantum computations. The 3D optical lattice allows
entanglement with many near neighbors and provides favorable scaling, often as
N1/3 or N2/3, to minimize computation time and the laser power requirements.
If we can further improve cooling, for instance by temporarily transferring the
atoms to a lattice with smaller detuning, where the atoms are trapped more deeply
in the Lamb-Dicke limit, we might be able to create large-scale entanglement
through cold-collision gates [114, 115] and thus ultimately implement one-way
quantum computation [81,82]4. Our sorted array could also be used for a variety of
Rydberg-based quantum simulations with different geometries, dimensionalities and
anisotropy of interactions. For instance, the simulations of Ising-like Hamiltonians

4See Chapter 6
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that have recently been implemented in one- and two-dimensional (2D) tweezer and
microtrap arrays [59,60] could be extended to three dimensions in our optical lattice.
Our demonstrated coherent site-selective control allows the possible implementation
of a universal quantum simulator, which might be used to implement Kitaev’s toric
code in 2D sublattices and in 2D or 3D lattice gauge theories [116].
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Chapter 5 |
Lossless state detection

In this chapter, we extend our state-dependent motion of atoms to implement a loss-
less state detection of the atomic states in our 3D array. The state dependent lattice
coherently separates the spatial wave-function for two internal states. Imaging the
atoms in a new, short-spacing lattice, collapses the wave-function to a particular
location. The measured position of an atom is related to the internal state of the
atom before measurement. This measurement is reminiscent of the Stern-Gerlach
separation [117], except here the wave-functions are separated using state dependent
light traps instead of magnetic fields. We demonstrate a measurement fidelity of
0.9994 for ∼ 160 qubits. The fidelity is essentially independent of the number of
qubits measured. This fidelity is ∼ 20 times better than any other lossless detection
protocol in neutral atom arrays [118,119]. To our knowledge, it also significantly
exceeds the demonstrated measurement fidelity of other arrays with more than
four qubits, including those with ion and superconducting qubits [27, 29,120,121].
Moreover, our measurement causes no observable loss. After the measurement we
can replace any atoms lost due to background gas collisions and re-initialize the 3D
qubit array.

5.1 Introduction

Gate based quantum computation requires a high fidelity measurement of qubit
states in its final stage [74]. High fidelity read-out is also important in one
way quantum computation, which consists of repeated local measurements in an
entangled system to execute quantum gates [81]. Qubit measurement is even more
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critical in error correction, where repeated measurements on "ancilla" qubits are
used to feedback and correct the errors in a quantum computation [30,31,80,122,123].
In a typical quantum error correction scheme, the measurements are not as common
as entangling gates. Nonetheless, the requirements on measurement fidelity are still
stringent. For example, reference [124] sets a measurement error limit of 10−3 for a
300 qubit quantum computer with 109 logical operations.

A standard technique for high fidelity state detection in neutral atom qubits
consists of pushing atoms in one of the qubit states out of the trap with a resonant
"clearing" beam. The remaining atoms are then imaged and taken to be in the other
qubit state. For instance, in our experiment, state detection consisted of shining a
laser beam resonant with the 6S1/2, F = 4 to 6P3/2, F

′ = 5 transition at saturation
intensity, which pushed out all the atoms in the F = 4 ground state in 2ms. The
detection fidelity of the remaining atoms is > 0.9997 for our experiment, limited
by the occupancy determination errors. This technique suffers from two major
drawbacks from a quantum computation perspective. First, atoms in the ejected
qubit state are indistinguishable from loss due to background gas collisions. Thus
the loss rate sets the ultimate error rate in measurement. Second, this technique
leads to ejection of half the atoms in the lattice on average. Error correction would
require a major chunk of the lattice to be re-filled and re-initialized with atoms, a
significantly harder prospect than filling a few vacancies due to background gas
collisions. Another technique to detect states of atoms relies on photoionization
of one of the qubit states. State detection of a single 87Rb atom in a dipole trap
was achieved by two photon ionization of the F = 2 state and coincidence counting
of the Rb+ ion and electron on channel electron multipliers [125]. Although this
technique allows for sub micro-second measurement time, the fidelity was limited
to 98%. One could potentially distinguish loss from state detection in this method
by sequentially photoionizing the qubit states or fluorescence imaging the non-
photoionized state, but this technique would still suffer from the loss of the atoms
(due to ionization).

Other approaches have been developed to achieve lossless state detection of
neutral atom qubits [118, 119, 126, 127]. The approaches are typically based on
resonance fluorescence on a closed, cycling transition, for example 6S1/2, F =

4,mF = 4 to 6P3/2, F
′ = 5,mF = 5 in Cesium, coupled by σ+ polarized light. Such

a scheme relies on existence of "bright" and "dark" states, where the dark states
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are completely decoupled from any excitation. For example in Cesium, the qubit
states could be mapped to |4,−4〉 and |3,−3〉 and they could be made to fluoresce
on the cycling transition in turn. The fidelity in such a scheme is typically limited
by the number of photons that can be scattered without heating the atoms out of
the trap and the polarization imperfections in the probe. Experiments with small
1D ensembles of Rubidium atoms have led to a 0.987 fidelity and 2% heating loss in
reference [119], and 0.98 fidelity and 1% heating loss in reference [118]. The photon
collection efficiency can be improved by trapping the atoms in a high finesse cavity,
although scaling this technique to large arrays of atoms is a significant challenge.
A 0.994 state detection fidelity was achieved for a single Rubidium atom weakly
coupled to a cavity [128]. Another experiment with single Rubidium atom strongly
coupled to the cavity achieved a detection fidelity of 0.9992 [129]. An experiment
in a quantum gas microscope separated atoms based on internal state by using a
magnetic field gradient [130]. The separated atoms were then trapped in adjacent
sites in a super-lattice potential and imaged again, leading to a 0.98 fidelity for
∼ 50 atoms, limited by lattice phase fluctuations.

Our experiment also spatially separates the wave-functions for two internal
states, but by using a state dependent optical lattice instead of a magnetic field.
Since the internal states are mapped to different positions, the atoms can be cooled
by the imaging light, avoiding the detection fidelity and heating trade-off in the
other fluorescence experiments. Our state detection is illustrated in Figure 5.1. We
start with atoms in our 3D lattice, denoted by XY Z, with a ∼ 4.9µm spacing in all
directions. For the detection, the qubit is mapped to field sensitive states for which
a state dependent optical lattice is possible, say |4,−4〉 and |3,−3〉. We make the
X lattice state dependent by rotating the polarization of one its generating laser
beams. The potentials for the two states move in opposite directions and coherently
split the atomic wave-function into two parts. These changes are adiabatic so that
the atoms can follow the potential without heating out of the lattice, with the
two states eventually separating by half the lattice spacing, enough to be resolved
in our imaging system with high fidelity. At this stage another lattice with a 10

times smaller spacing, called Xs, is turned on in the x direction. The X lattice is
then turned off leaving the spatial wave-function for each internal state typically
distributed over a two Xs sites since the X and Xs lattices are not commensurate.
We then image the atoms with the polarization gradient cooling (PGC) light, which
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Figure 5.1. Steps in lossless state detection. The figure schematically shows the different
stages in our state detection procedure. The potential energy curves have a consistent
vertical scale and the atomic wavefunctions are normalized. i: Pre-measurement state. The
purple curve denotes the state-independent potential energy in the x direction (X lattice).
The purple shaded region represents the wavefunction of an atom in the vibrational ground
state and an equal superposition of two states. ii: Displaced state-dependent lattices.
The potential has been adiabatically transformed into two shallower state-dependent
potentials, where the potential energy and wavefunctions for each of the two states are
shown in orange and blue respectively. iii: Transfer atoms to Xs. For each internal state,
the number of Xs lattice sites with significant wavefunction amplitude depends on the
relative position of the Xs and the state-dependent X potential energy minima, which is
not fixed in our experiment. iv: Image atoms in Xs. The wavefunction has been projected
onto a single lattice site. The atom, now spread among many internal states and several
vibrational levels, is denoted by the cyan ball. Its location is used for state assignment. v:
Atom transferred back to X lattice. vi: Atom at the bottom of an X lattice site after one
quarter oscillation period. At this point another image is taken.
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projects the atom to a single XsY Z lattice site, and measure its position. The
change in the position of the atom compared to its initial position in the XY Z
lattice constitutes a detection of the internal state. After the state detection, the
X lattice is turned on again without any polarization rotation, the Xs lattice is
turned off and the atoms are PGC cooled, re-trapping them in the XY Z lattice.
The qubits can now be re-initialized for another quantum computation.

The outline of this chapter is as follows. Section 5.2 describes the physical setup
of the short-wavelength Xs lattice as well as the sequence for loading atoms into this
lattice from the original X lattice. The shorter spacing of the Xs lattice, the fact
that it is not commensurate with X lattice and the lack of its phase stabilization
lead to several complications in imaging and occupancy determination in this new
lattice. Although the final data for state detection is shown starting in section 5.5,
we use some of the same data to illustrate our resolution of these complications in
sections 5.3 and 5.4, and show that we can bring the occupancy determination error
below 10−4. Section 5.4 then characterizes the performance of the state detection
in the |4,−4〉 and |3,−3〉 states, and shows that the primary source of error is the
spontaneous emission of the lattice light, same as in sorting atoms in the previous
chapter. Section 5.5 shows how to adapt this technique for measuring atoms form
the clock states, |4, 0〉 and |3, 0〉, our primary qubit states, even though atoms
in these states don’t experience state dependent lattices. We used our new state
detection to measure the coherence time in the clock states and the result of this
measurement was discussed in chapter 2.

5.2 The Xs lattice

The schematic of the apparatus for creating the Xs lattice is shown in Figure 5.2.
The Xs lattice laser is derived from a 2W tapered amplifier seeded by an 838.9nm

source. The tapered amplifier output is detuned from every other lattice laser
by at least tens of MHz by using an acousto-optic modulator, to avoid mutual
interference. This finally results in a 700mW beam which is retro-reflected in
the x direction by an interference filter to form the Xs lattice, which has spacing
of ∼ 419.5nm between its sites1. The Xs beam is focused to 100µm at the

1We have interference filters in the x and y directions, next to the cell, right after the addressing
beam objectives. These are bandpass filters around 880nm (the addressing beam wavelength) and
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Figure 5.2. The Xs lattice is created by the beam shown in pink, retroreflected from an
interference filter. The other lattice beams are also shown for reference. The Xs beam is
focused to a waist of ∼ 100µm at the interference filter, leading to a waist of ∼ 150µm
at the atoms for both the incoming and the retroreflected beams.

interference filter, leading to matched waists of ∼ 150µm for both the incoming
and the retro-reflected beams at the atoms. We measured the trap frequency in
the Xs lattice by modulating the laser intensity by 10% at varying frequencies for
4 s. The modulation leads to parametric heating [131] of the atoms and would
lead to an atom loss resonance at twice the trap frequency in a harmonic trap.
We observe a loss resonance in our lattice at 196 kHz (Figure 5.3), which slightly
underestimates twice the frequency spacing in our sinusoidal traps. Half this value,
98 kHz, is roughly consistent with the expected lattice depth. To spatially split the
wave-function we rotate the X-lattice beam polarization by ∼ π/2 in 250µs, keeping
the motion adiabatic and wait another 50µs for the pockels cell voltages to settle.
We then suddenly turn on the Xs lattice to a trap frequency of 43 kHz, localizing
the spatial wave-function for each internal state to within a couple of Xs lattice

highly reflective for the lattice wavelength. The primary purpose of these filters was to control
the reflections of lattice beams while allowing the addressing beams to pass through. This is to
prevent stray reflections from increasing the scattering rate at the atoms.

93



160 180 200 220 240
Frequency (kHz)

0.0

0.2

0.4

0.6

0.8

1.0
f

Figure 5.3. Xs trap frequency measurement. The Figure shows the result of a parametric
heating experiment in the Xs lattice. The intensity of the Xs lattice beam is modulated
by 10% at varying frequencies. This intensity modulation couples vibrational levels with
∆ν = 2 and heats the atoms, eventually leading to loss from the trap. The fraction
of atoms remaining in the lattice, f , after 4 s of parametric heating is measured. The
resonance in this signal at ∼ 196 kHZ gives twice the trap frequency.

sites. The trap frequency is increased from 43 kHz to 98 kHz in 78µs and the X
lattice is turned off over the next 50µs. These parameters were experimentally
optimized by minimizing the hopping in Xs, minimizing the displacement spread of
the atoms in each internal state and minimizing the scattering to the other qubit
state after preparing all the atoms in one of the states. Imaging uses the similar
parameters for the PGC light powers and time as imaging in XY Z lattice. Since
the Xs lattice is not phase stabilized and commensurate with the X lattice, the
final position of the atoms can vary depending on the relative positions of the
atomic wave-function and the nearest Xs minimum. Thus to ascertain the positions
of the atoms, we fit the atom intensity to a gaussian with a floating center instead
of the fixed center fitting which was used to determine the occupancy in XY Z

lattice (Chapter 2).
We began by studying loading and imaging in the Xs lattice by loading the
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Figure 5.4. In-situ displacement distribution. The displacement distribution obtained
from floating center fits after the atoms are loaded into the Xs lattice with an optimized
sequence and without state dependent translation. The x axis is the displacement from
their initial location in the XY Z lattice. The gaussian fit (dashed curve) gives a root
mean square width 167µm.

atoms "in-situ", i.e. from their original position without moving them in the state
dependent X lattice. As a first step, the loading sequence here can simply be
optimized by generating occupancy with our usual fixed center fits for both XY Z
and XsY Z lattices. If the atoms are too hot after loading into XsY Z, they will hop
in the Xs lattice leading to farther excursions from their initial positions and thus,
they will not be captured by the fixed center fit. The fraction of atoms detected in
the XsY Z lattice at or near (near enough to be counted as atoms by the fixed center
fit) their initial positions provides a useful signal for preliminary optimization and
fine alignment of the Xs lattice. After this initial optimization step, we looked at
the displacement distribution obtained from the floating center fit, a representative
example of which is show in Figure 5.4. The sequence can be further optimized
here by minimizing the root mean square width of this distribution as well as
minimizing the non-gaussian tails. It should be noted though that this data is for
atoms that were projection cooled, as they would be in a quantum computations,
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and that the widths are significantly higher for atoms that were just polarization
gradient cooled. The optimized sequence for in-situ loading will in general not be
optimal for loading atoms from the state dependently displaced X lattice, which
has a fourfold smaller depth and consequently, a larger characteristic size of the
vibrational wave-functions, but it still provides a reasonable starting point.

5.3 Imaging in the XsY Z lattice

Imaging of the atoms and the occupancy map generation in the XsY Z lattice,
although similar in principle to those in the XY Z lattice, are complicated by several
factors. The imaging is done by scattering light from three pairs of PGC beams
which create a standing wave pattern, but since the phases of the individual beams
are not controlled, the intensity at any point in the 3D space is not stable. The
PGC intensity at any given lattice site can vary from shot to shot and, to the
extent that atoms are localized to less than half wavelength of the PGC standing
wave, contribute to the broadening of the occupied peaks in the histograms shown
in Figure 2.3. This effect is much more pronounced for atoms trapped in the XsY Z

lattice, where the wave function is much more localized in the x direction compared
to when they were trapped in the XY Z lattice.

Figure 5.5 shows an example of images of five planes after the atoms were
prepared in an equal superposition of |4,−4〉 and |3,−3〉, and loaded into the
XsY Z lattice after the state dependent translation as described in the previous
section. One can clearly see the translations of individual atoms based on their
internal states. Since the Xs lattice is not commensurate with the X lattice, when
the atoms are loaded into it, they can be distributed over several lattice sites when
the motional wave function of the translated atom overlaps considerably with a
maximum of the Xs lattice. As will be described in sections 5.3.1 and 5.4, the
non-regular distribution of atoms along with the previously mentioned floating
center fit to get the atom positions leads to numerous complications, requiring us
to significantly update our fitting and occupancy determination algorithm.
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Figure 5.5. Exemplary state detection images. Images of five planes of the lattice before
(top row, in the XY Z lattice) and after (bottom row, in the XsY Z lattice) state detection.
The atom were prepared in an equal superposition of |4,−4〉 and |3,−3〉 after the initial
imaging and then state detected using the previously described procedure. The atoms
detected in |4,−4〉 (|3,−3〉) have moved to the left (right). The ellipses point out two
potentially problematic cases for fitting atom intensities with a floating center gaussian.
The red ellipse outlines two atoms which, being in different states, move towards each
other and complicate the intensity signal in the region around their neighboring site. The
yellow ellipse outlines two sites for which atoms were lost, but could be fit to a high
amplitude because of the noise from the out of focus planes.

5.3.1 PGC phase scrambling

To address the site-to-site variation of the PGC intensity we modulate the phase
of the PGC beams using liquid crystal variable retarders. The idea is to use the
phase modulation to vary the intensity at each lattice site so the atoms experience
an averaged and equalized PGC intensity over an imaging cycle. The electric field
configuration for a 3D standing wave depends on two phases, as there are two
variables required to specify a phase difference between every beam pair out of
three beams. Thus, sampling every possible electric field configuration requires
sampling the full 2D space generated by these phase differences. This is generally
not possible, and even a dense sampling of this 2D space is prohibited by the slow
speed of the liquid crystal retarders and the requirement that this modulation does
not significantly affect the performance of PGC cooling.

We installed Meadowlark LV-100 retarders at the input port of the two of the
three retro-reflected PGC beam pairs. The phase is varied from 0 to 2π with a 33ms
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period for one of the beams and from 0 to π with a 30ms period for another. These
two periods are incommensurate during the 150ms imaging time per plane and
lead to a broad sampling of the phases in the 2D space. The liquid crystal retarders
require a 2 kHz ac square wave to drive them, where the peak to peak voltage
of up to 10V determines the retardation, with maximum retardation of ∼ 1.5π

at 0V . The voltage response of the liquid crystals is highly non-linear, which is
further complicated by long (several ms) response times. To obtain a linear phase
modulation with sharp turning points (triangle wave) we used customized driving
waveforms which were empirically optimized using a Michelson interferometer setup
and generated by a homemade Labview code. For these devices, the fastest we
could scan over a 0 to π range was 30ms, which is slow enough to not affect the
PGC cooling of the atoms i.e., it must change more slowly than the characteristic
PGC cooling time.

The incorporation of this phase scrambling results in a ∼ 20% narrower width
for the occupied site peaks in the histogram compared to those without phase
scrambling. We have some evidence that this improvement is not limited by the
amount of phase space that can be explored by this modulation as doubling the
modulation range from π to 2π for the second beam does not affect the amount of
improvement.

5.3.2 Fitting in the XsY Z lattice

A simple approach for occupancy and state determination in theXsY Z lattice would
be to start with some data around each XY Z lattice site, which is then averaged
over the y direction and fit to a 1D gaussian with a variable center. Whereas the
fixed center fit leads to natural rejection of the noise from the out of focus planes
due to the inherent astigmatism in the optical system, the floating center fit can
easily chase this noise appearing between the lattice sites of the XY Z lattice. For
a given site, it can also chase the signal from the neighboring occupied sites in both
in and out-of-focus planes when the atom moves towards the site in question. This
effect is especially pronounced when fitting empty sites, where there is no in-plane
signal to guide the fit. It also complicates the fitting for the occupied sites as the
intensity signal can deviate significantly from a gaussian due to the increased noise.
Another complication arises when two neighboring atoms move towards each other
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and intrude into each other’s 11 pixel section (1 pixel = 0.52µm). Examples of
these effects are shown in Figure 5.5.

To combat these issues we have significantly modified the fitting procedure for
the XsY Z lattice. We use the occupancy information from the initial image in the
XY Z lattice and use the floating center fit only for the sites that were initially
occupied by an atom. Around initially occupied sites, we integrate a 3-pixel-wide
region in the y direction, search for the highest intensity among 8 pixels in the
x direction, and select 7 out of these 8 pixels to perform a least-squares fit to a
Gaussian with variable amplitude, offset, and center, and a fixed width. If the
site is still occupied, we use the fit center to determine its state. This requires
the maximum translation of the atoms to not be more than ∼ 3− 4 pixels to be
adequately captured by the fits. Ideally, the states still need to be separated enough
to be resolvable with a < 10−4 error. This gives us a very tight window to operate
and requires the hopping in the Xs lattice to be minimized by optimizing the Xs

alignment and the loading procedure.

5.4 Final occupancy map generation in the XsY Z

lattice : a third imaging

After the previously described fitting procedure in the XsY Z lattice, it is possible to
follow our usual procedure for occupancy determination, but as we will show in this
section, that procedure is not good enough to bring the occupancy determination
errors below the 10−4 level. Usually, we would start by creating a preliminary
occupancy map based on some threshold. For every site that is deemed to be
occupied, this occupancy map also contains a preliminary state assignment based
on the location of the fitted center of the gaussian fit. We then divide the sites into
eight subsets, same as the previously described four subsets but for each of the two
states to be detected. These subsets are assigned different thresholds for occupancy
determination. This procedure is then iterated several times until the occupancy
for each site converges.

Figure 5.6a show the 0_0 subset histogram for atoms that were prepared in
|4,−4〉, translated and then loaded into the XsY Z lattice. It is evident that all the
previously described effects lead to a significant broadening of the histogram peaks
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Figure 5.6. Histograms with the updated fitting procedure. (a) shows the histogram for
the gaussian fit amplitues in the XsY Z images for the 0_0 case with the fixed center fit
for empty sites as determined by the initial images and a floating center fit for the sites
that were initially occupied. (b) shows the histogram for the initially empty sites fitted
with a floating center fit. This shows how errors are magnified for the sites for which
the atom was lost between initial and state detection imaging. The amplitude units are
arbitrary.
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for both the occupied and un-occupied sites. The fixed center fit for the empty
sites significantly reduces the variance for the unoccupied site peak compared to if
those sites were fit with the floating center fit (Figure 5.6b). Though, it still has a
longer tail than the similar distribution in the XY Z lattice (Figure 2.3a) due to
the increased noise at the empty sites from the atoms moving to between lattice
sites. The occupied site fit is broader because of the same reasons, in addition to
the higher variance inherent in the floating center fit.

Even after this updated fitting procedure, there is still a lack of a clear gap
between the unoccupied and occupied site peaks in Figure 5.6a. Still, the larger
problem here is the 2% of sites for which the atoms were lost between initial imaging
and state detection imaging in the XsY Z lattice (due to background gas collisions)
and were thus fit with a floating center fit in spite of being empty. As can be seen
in Figure 5.6b, empty sites fitted with a floating center fit can have significantly
high fit amplitudes and a much higher probability of being counted as occupied,
leading to a random state assignment based on the local noise. To address these
problems, we reload the atoms into the XY Z lattice and take another set of images
which help us to verify which sites had an atom in the state detection images.

5.4.1 Re-loading atoms into the XY Z lattice

The re-loading of the atoms in the XY Z lattice from the XsY Z lattice is schemat-
ically depicted in figures 1-v and 1-vi. After the state detection, we turn on the
X lattice with a 2ms ramp without any state dependent translation. The atoms
are still pinned to their positions by the shorter spacing Xs lattice. Next we ramp
down the Xs lattice from a trap frequency of 98 kHz to 43 kHz in 5ms and then
suddenly shut it off. This ensures that the atoms are kept cold until they are
released from the Xs trap, typically half-way up in the X lattice potential around
each site. The released atoms then fall to the site centers in the X lattice, gaining
energy, in a quarter oscillation cycle (∼ 17µs). After a quarter cycle, the PGC
beams are turned on to cool the atoms near the site centers, re-trapping them. The
atoms can now be imaged again with the PGC light yielding a third set of images.

The re-loading sequence was optimized by minimizing the total observed loss
between the initial imaging in the XY Z lattice and this third and final set of images.
After the optimization the loss is consistent with the expected loss from background
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Figure 5.7. Information from the third imaging. The data shown in Figure 5.6 is
replotted with information from both the initial and the third set of images. The red
bars result from floating center fitting of sites which are know to be empty based on the
initial set of images (same as Figure 5.6b). The blue bars result from floating center
fitting of sites which are know to be occupied based on the third set of images. Sites for
which an atom was lost between intial and state detection imaging would be fit with a
floating center gaussian and would have a distribution same as the red distribution. A
choice of threshold that counts all the blue atoms also counts a fraction of sites for which
the atoms were lost as occupied. This fraction is given by the overlap of the red and
blue distributions (6.7%). Given 2% atom loss, this would amount to 0.13% of the sites
being given a random state assignment based on the local noise. Therefore, following the
updated logic (Figure 5.8) we pick the threshold high enough (dashed gray line) such that
none of the empty sites are are counted as occupied. Most (98.9%) of the 19% of the blue
sites below the threshold are counted by the third set of images. The remaining, which
make up 0.2% of the total number of atoms, are counted as the "pseudo-loss".

gas collisions in 3 s (2 s between the initial and the state detection imaging and
1 s between the state detection and final imaging), to within a measurement
uncertainity of 0.1%. This also suggests that there is no observable loss due to
the state detection itself. In addition to allowing for a third set of images in the
original lattice, the re-loading is also necessary for us to be able to re-use the atoms
after state detection.
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5.4.2 Using information from the third set of images

This third set of images is no longer plagued by the issues in imaging the translated
atoms in the XsY Z lattice and an occupancy map can be generated for these images
using exactly the same procedure as for the initial set of images. The occupancy
in the third set of images provides additional information about atoms that were
definitively there during the state-detection imaging. To understand the issues we
are trying to resolve, it is useful to plot the amplitudes shown in Figure 5.6 with
the information from the first and third set of images. This is shown in Figure 5.7,
where the red peaks are floating center fit amplitudes for sites that were empty
during the initial set of images and the blue peaks are floating center fit amplitudes
for sites that were occupied during the final set of images. While it is clear that
the sites that had an atom in the third set of images also had an atom during
state detection, we cannot always distinguish between sites for which the atom
was lost between the first set and state detection images (2% of the atoms) from
those for which the atom was lost between the state detection images and the third
set(1.1% of the atoms). The extent of this problem is illustrated by the overlap
between the tails of the red and blue peaks. This overlap amounts to ∼ 6.7% of
the empty sites being fitted with an amplitude high enough to overlap with the
lowest amplitudes in the blue distribution. Since this is only a problem for 2% of
the sites that suffered an atom loss between the first set and the state detection2,
the problem we are trying to avoid relates to 0.13% = 2%× 6.7% of the atoms.

We can substantially minimize the impact of this effect on our measurement
by using the logic summarized in the flowchart in Figure 5.8. If the atom is in the
final image, it is counted as being there for the state detection images. If it is not
in the final image, then it was lost either before the state detection or after the
state detection. We assign a set of thresholds (one for each of the eight subsets) to
the state detection histograms, placing them at the upper edge of the tail of the
histogram of empty sites (the dashed vertical line in Figure 5.7). If the amplitude
is above the threshold in the state detection image, we infer that there was an atom
during state detection that was lost afterwards, and its position is counted in the
state measurement. If it was below the threshold, we place it in the category of
lost before state detection.

2Because the sites that were already empty were fit with a fixed center fit.
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Figure 5.8. Occupancy assignment flow chart for state detection. There is a similar flow
chart with different thresholds for each occupancy case. The end result is a contribution
of < 7× 10−5 to the state detection error, and a ∼ 10% virtual increase in the number of
atoms lost to background gas collisions, which amounts to ∼ 0.2% of the atoms given the
quality of our vacuum.
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This logic ensures that the aforementioned 0.13% empty sites are always counted
as unoccupied because of the high enough threshold. This advantage though, comes
at the cost of counting some of the atoms that would have been there during the
state detection, as lost. Approximately 19% of atoms that we know are present at
state detection, are detected with an amplitude below the threshold (the blue bars
to the left of the dashed vertical line in Figure 5.7). The vast majority of these,
98.9%, are still there when we make the final occupancy map in the third set of
images, and they contribute to the state detection measurement. But because of
background gas collisions, ∼ 1.1% of them are lost between the state detection
imaging and the third imaging. Thus, 1.1% of the 19% of the atoms, i.e. 0.2% of
all the atoms, were lost between the state detection imaging and the third imaging
and had too low a floating center fit amplitude to be treated as atoms in logic
dictated by Figure 5.8. These atoms were thus counted as lost between the initial
imaging and the state detection imaging.

This procedure is equivalent to there being a 10% worse background gas pressure
(causing 2.2% instead of 2% loss between the initial imaging and the state detection),
and indeed, it is simply a secondary consequence of background gas collisions.
This “pseudo-loss” is not inherent to the detection scheme and if the loss due to
background collisions is reduced, the pseudo-loss would be proportionally reduced.
If there were no background loss, there would be no pseudo-loss, and no need for a
third image either. Note also that were this state detection technique to be applied
to only a sparse subset of atoms (as would be the case during error correction)
or to 2D arrays, the red and blue distributions in Figure 5.7 would be disjoint as
usual, despite the floating center fits, and there would be no need for a pseudo-loss.
If Xs were made commensurate and phase stabilized, there would be no need for
floating center fits, and there would also be no pseudo-loss.

If the objective is to yield a faithful state detection, the pseudo-loss is preferable
to assigning a random state to 0.13% of the empty sites. After this logic is applied,
the errors in the state detection happen when there are false positive occupancy
assignments based on the first and third set of images. This, just as before, forces
a floating center fit on an empty site for the the state detection images, leading
to a state assignment based on the noise around the site. Given our choices of
thresholds, we infer that this error occurs 3.6 × 10−5 of the time. There is an
additional contribution of 2.9 × 10−5 from the far end of the red distribution
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in Figure 5.7. Thus, the contribution to state detection error from occupancy
misidentification is only 6.5× 10−5.

5.5 Detection of |4,−4〉 and |3,−3〉

We now turn our attention to the performance of the state detection itself. After
optimizing the occupancy determination, we first executed state detection after
preparing starting from the stretched states, |4,−4〉 and |3,−3〉. Figure 5.9 shows
the state detection of the atoms that were prepared in only |4,−4〉 (a), |3,−3〉 (b),
and an equal super-position of these states (c). For Figure 5.9a the atoms were
state detected after optical pumping them to the |4,−4〉 . For Figure 5.9b the
atoms were transferred to from |4,−4〉 to |3,−3〉 using an AFP pulse after optical
pumping, followed by a clearing beam to remove any F = 4 atoms and ensure
a clean preparation. An equal super-position of these states was created using a
blackman pulse to yield the data in Figure 5.9c. The data shown here is for the
entire 9× 9× 5 section of the lattice that we image, with 30− 40% loading in each
shot, totaling to about 8000 atoms for each case.

The data was analyzed with the occupancy determination logic described in
the previous sections. In fact, the histograms presented in the previous sections
correspond to the data set that yields Figure 5.9. The translation of the atoms
relative to their initial positions indicated by the dashed yellow grid lines is clearly
visible in the representative images of single planes on the right. The displacement
distributions in the left most column are obtained from the floating center fit and
quantify this translation. The typical uncertainty in the center obtained from
the fit is 0.15µm. The Gaussian root mean square widths of the displacement
distributions are ∼ 203nm, which is about half an Xs lattice spacing (210nm).

There is a clear asymmetry in the translations of the two states, probably due
to the imperfect polarization of the lattice beams. While the atoms in the |4,−4〉
state move by ∼ 1.2µm, the atoms in the |3,−3〉 state move only by ∼ 0.8µm.
Thus, for the state assignment we choose the dividing line to be at ∼ −0.2µm to
minimize the average errors. The insets in the Figure 5.9 are the zoomed in images
of the indicated sections of the histograms and show the fraction of atoms that were
detected in the wrong state. From this data, we ascertain that 7(+4

−3)× 10−4 of the
atoms nominally prepared in |4,−4〉 are measured to be in |3,−3〉 and 5(+3

−2)× 10−4
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Figure 5.9. Displacement distributions and state assignment. (a) shows the displacement
distribution during state detection for atoms prepared in |4,−4〉, (b) for atoms prepared
in |3,−3〉, and (c) for atoms prepared in an equal superposition of these states. For each
histogram we perform 50 implementations starting with a 30 − 40% randomly loaded
9 × 9 × 5 lattice. The black dashed lines are Gaussian fits to the distributions. The
vertical grey dashed line at −0.2µm sets the dividing line for state assignment. Atoms
to the left (right) are ascribed to |4,−4〉 (|3,−3〉) and colored orange (blue). The state
detection errors, those events that are nominally prepared in one state but are detected in
the other state, are highlighted in the insets of a and b. An example image of one lattice
plane is shown next to each histogram. The yellow grid marks the positions of the lattice
sites in the XY Z lattice, and thus the possible initial positions of atoms. The occupancy
map for each example image is shown in the associated square pattern. Orange or blue
denotes an occupied site in one of the two states, while grey represents an empty site.

of the atoms nominally prepared in |3,−3〉 are measured to be in |4,−4〉 (see Fig.
5.9a and 5.9b insets), yielding an average state detection fidelity of 0.9994(3). Out
of the 9 errors we see out of 16000 state detections, one seems to be due to a site
occupation error, which seems consistent with occupancy errors described in the
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Figure 5.10. Displacement asymmetry. The orange (blue) points show the measured
displacement for |4,−4〉 (|3,−3〉) as a function of the rotation angle of the lattice beam
polarization. The error bars are smaller than the size of the symbols. The dashed line
is the calculation with perfect polarization of the lattice beams. The solid line is the
calculation with a 1% polarization imperfection in the X lattice beam whose polarization
is not rotated. It is noteworthy that the motion of |3,−3〉 is significantly faster near the
center and limits how fast we can translate atoms without heating them.

previous section.
The observed asymmetry for the displacement peaks is significantly higher than

that predicted by a theoretical calculation. We further studied this asymmetry in
translations by measuring the displacement centers for both stretched states using
a range of applied voltages on the pockels cells, as shown in Figure 5.10. If the
polarization of the lattice light was perfect, we would expect the motion of atoms
in the two states to follow the dashed lines, which have similar trajectories for the
two states. The intensity of non-linearly polarized light for the X beams before the
vacuum cell is smaller than 0.0007 of the total intensity. However, it is possible that
the linear polarizations of the two lattice beams are not exactly perpendicular to
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Figure 5.11. Re-initialization of the 3D qubit array. (a) Start with a 5× 5× 2 sorted
lattice. (b) shows state detection of an equal superposition of the two stretched states
using our new method. (c) Atoms are reloaded into the XY Z lattice. An atom loss has
occured during this in Plane 1. (d) The atoms are re-sorted to replace the lost atom.

the propagation plane of the beams, and it is also possible that the cell birefringence
compromises the polarization. To get an idea of how polarization imperfections
might affect these displacements, we calculated the expected motion with a fixed
1% relative intensity of perpendicular π/2 out-of-phase linear polarization in the
X beam whose polarization is not rotated (the solid lines). While the imperfect
match to the data makes it clear that this is not the specific polarization flaw in
X beams, the improved agreement with the observations support the idea that
polarization imperfections underlie this discrepancy.

Another notable feature here is that this polarization imperfection makes the
motion for |3,−3〉 a lot steeper near the half-wave voltage, limiting our ability to
move atoms fast. When atoms spontaneously emit lattice light before they are
captured in Xs, they can change states and move in the wrong direction. We
calculate a scattering rate of 3× 10−4 during the motion in X, which is consistent
with this being the dominant source of error. If the X polarization were to be
improved, we could move the atoms faster and thus reduce the scattering and
the associated state detection error. We could also employ the “throw and catch”
method described in chapter 4. For this purpose we would not need the elaborate
catching scheme that doesn’t change the vibrational state. Here we could simply
catch the atoms by turning on the Xs lattice some time after the throw. We
estimate that this could reduce our error from spontaneous emission by a factor of
five.

With essentially lossless detection, we can re-initialize our qubits after state
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measurement. This capability is demonstrated in Figure 5.11. We first sort to
get a perfectly filled 5× 5× 2 pattern(Figure 5.11a). We then prepare an equal
superposition of the two stretched states, execute state detection in XsY Z lattice in
(b), and re-load into the XY Z lattice in (c) using the previously described protocol.
In this particular implementation, an atom was lost between state detection imaging
and the third imaging after re-loading into the XY Z lattice. We re-sort, filling
the vacancy with an atom from the reservoir region (within 5× 5× 5 but outside
5× 5× 2) in (d).

5.6 Detection from |4, 0〉 and |3, 0〉

As a final test of our lossless state detection, we adapted this technique to detect
from the clock states, |4, 0〉 and |3, 0〉. While it is possible to use the stretched
states as qubits, it is preferable to use the clock states because of their insensitivity
to magnetic field noise. However, atoms in the clock states don’t experience state
dependent lattices and thus, don’t move when the polarization is rotated. Thus, we
use two AFP pulses to map the clock states to |4,−2〉 and |3,−2〉, similar to the
mapping in the first kind of single qubit gate in chapter 3, except here we don’t
care about preserving the coherence. We perform the state detection by moving
these two states now. In order to account for the shallower potentials, we increase
the voltage ramping time from the 250µs we use for the stretched states to 500µs.
While it is preferable to move atoms in higher |mF | states because of deeper state
dependent lattices, we are limited to transfering only to |mF | = 2 states due to our
lack of control over the microwave polarization. We rotated our microwave horn
to equalize the rabi frequencies for the |3, 0〉 ↔ |4,−1〉 and the |4, 0〉 ↔ |3,−1〉
transitions. This means that the rabi frequency of the |3,−1〉 ↔ |4,−2〉 is 0.7 times
that of the |4,−1〉 ↔ |3,−2〉 transition. Furthermore, the |3,−2〉 ↔ |4,−3〉 has a
Rabi frequency 0.29 times that of the |4,−2〉 ↔ |3,−3〉 transition. Even though
the AFP pulse is relatively insensitive to the rabi frequency, it is unlikely to ensure
a mapping fidelity of better than 10−4 with such a large difference between rabi
frequencies of two transitions being driven at the same time.

To characterize the performance of the state detection from the clock states,
we performed the coherence time measurement that was described in Chapter
2. This kind of measurement allows us to study the state detection for a wide
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cFigure 5.12. State-selective detection from the clock states. (a) shows fringes from the
spin-echo measurement sequence described in chapter 2. The evolution time is 480µs and
the phase of the final π/2 pulse is scanned. For state detection, atoms are transferred
from |4, 0〉 to |4,−2〉 (orange points) and from |3, 0〉 to |3,−2〉 (blue points) using two
AFP microwave pulses. At each point, the populations of both states are determined
in the same state measurement. The data points at phase 2π are the same as those at
phase 0. The solid curves are fits to a sine function, and the fit amplitude gives the fringe
contrast. (b) shows magnified regions of (a). At phases π and 0, perfect state preparation
and detection would lead to all atoms being in the same state. Error bars in (a) and (b)
represent one standard deviation and are due to counting statistics. The error bars for
the data points at phase π are smaller than the size of the symbols
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range of superpositions in a systematic way. To recap, we started by preparing
an equal superpostion of the clock states using a π/2 pulse. This was followed
by a dynamically decoupled sequence of π pulses to repeatedly spin echo the
superposition. We then applied a final π/2 pulse with a variable phase. Finally,
we measured the population in two clock states after using the aforementioned
protocol. This yields an interference fringe for the populations in the two states
as a function of the phase of the final π/2 pulse. The decay of the contrast of the
interfernce fringe as a function of the time between the initial and the final π/2
pulses measures the coherence time.

While the coherence time is measured at a quarter lattice depth, we adiabatically
raise the lattice to full power before the state detection. The full data for this
measurement was shown in Figure 2.8. To ascertain the performance of state
detection we focus on the shortest time (480µs) data here. The interference fringe
obtained here should essentially be perfect given the 12.6 s coherence time. This
data has been re-plotted in Figure 5.12 for both the states along with the zoomed
in sections near phases 0 and π. The fraction of atoms found in the wrong state at
phase π is 0(+5

−0)× 10−4, which is to say we found no errors in 2200 atom detections,
consistent with as good a fidelity as we measured starting from the stretched states.
The error at phase 0 is larger at 22(+12

−8 )×10−4. We attribute the worse performance
when measuring from the |4, 0〉 state to the factor of 0.7 rabi frequency difference
in the final AFP mapping step. Some atoms are left behind in the |3,−1〉 state,
from which they are detected to be in the wrong state. Using a dual-polarized horn
antenna would enable the microwave polarization to be dynamically changed, which
would allow the two rabi frequencies driven by each AFP pulse to be equalized and
avoid this issue completely.

There are certain subtleties when measuring the atomic states using this method
after a significant amount of decoherence. The scattering of the lattice light not
only scrambles the phase of atoms in the qubit states, but also transfers atoms out
of the qubit basis into other magnetic sublevels. Most of these will show up in one
of the state detection peaks. Those that end up in the |3,−1〉 and |4,−1〉 levels are
transferred back to the |3, 0〉 and |4, 0〉 states respectively by the first of the final
two AFP pulses. These two states do not move in the otherwise state-dependent
lattice, something we have checked by performing the state detection method
without the final AFP pulses, which results in a single peak centered near 0µm. As
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lattice scattering starts to accrue, the empty region between the two state-detection
peaks in the displacement distributions(Figure 5.9c) starts to fill. These atoms,
like all atoms that undergo spontaneous emission, degrade the contrast. Since they
preferentially lie on the F = 3 side of the state dividing line at −0.2µm, they lead
to a uniform upward shift of the fringes (Figure 2.8), but this is inconsequential
from the point of view of the coherence measurement as it doesn’t affect the contrast
of the fringes.

5.7 Conclusion

In summary, we have demonstrated a new state detection method, with no observ-
able loss to within an uncertainity of < 1× 10−3. Our method relies on coherently
separating atomic states in state dependent lattices and trapping them in a shorter
spacing lattice so they can be imaged without heating them out of the trap. The
state detection error approaches the commonly accepted threshold of 10−4 for
fault-tolerant quantum computation, and it already comfortably surpasses the
thresholds of 10−3 for some surface codes [132,133].

The concept of our state measurement method, where internal states are mapped
onto atom positions, can be generalized to atoms in reconfigurable dipole trap
arrays [38, 40, 106]. Each dipole trap can be formed by overlapping two traps with
opposite circular polarizations. For state detection, the two traps can be spatially
separated and if needed, dipole heating could be minimized by making the two
traps linearly polarized before the atoms are imaged.

We have further demonstrated that we can re-initialize the array and replace
lost atoms after state detection, which will ultimately be important for error
correction. Error correction would also require selective detection of qubits. A
possible approach is as follows. The atoms to be detected would be selectively
transferred to larger |mF | states. During the motion, the clock state qubits will
remain weakly trapped at their original position and transferring them to Xs will
require matching the nodes of X lattice to those of the Xs lattice. It might also
be possible to use phase contrast imaging [134] for fast detection of atoms with
minimal heating. Preventing the undetected qubits from interacting with detection
light will require shifting qubits out of resonance, transferring them to dark states
or using a second atomic species for measurement [135].
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Chapter 6 |
Future work

An outstanding challenge in neutral atom based quantum computation experiments
has been the demonstration of high fidelity two-qubit gates to generate entanglement.
They are a necessary milestone for universal quantum computation. This chapter
describes our proposal to implement Rydberg excitation based targeted controlled
phase gate in our 3D array of atoms. I also briefly touch upon the possibility of
generating large scale entanglement in this system using cold controlled collisions
[114] to yield a so called cluster state. It has been shown that cluster states along
with site selective measurements can be used to implement one-way quantum
computation [81,82].

6.1 Introduction

Essentially, two approaches have been pursued to engineer interactions between neu-
tral atoms. The first one involves exciting the atoms to a high n (principle quantum
number) Rydberg state where the interaction between two atoms is dominated by
the electric dipole-dipole interaction, which is many orders of magnitude stronger
than the magnetic dipole-dipole interaction dominant in the ground state [135]. For
instance, the interaction shifts for S states can be several tens of MHz in frequency
units at a distance of 5µm for n values near 75 in Cesium. This is a direct result of
the strong dipole transition matrix elements between nearby Rydberg states which
leads to a large polarizability, scaling as n7. This also leads to a large electric field
sensitivity for the Rydberg states, which on one hand is problematic for high fidelity
excitation to a Rydberg state in the presence of field fluctuations, but on the other
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hand, it can also be used to control the nature and strength of the interaction. The
interaction typically also has a dependence on the angle between the quantization
axis and the interatomic axis, with the extent of this dependence determined by
the Rydberg levels in question.

The second approach involves bringing two atoms close together such that there
is a significant overlap between their motional wave-functions. The interaction
in this regime is mediated by two body-collisions with a delta function potential,
characterized by the s-wave scattering length. High fidelity gates with such a
scheme require pristine control over the positions and the motional state of the
atoms.

Although two-qubit gates have been implemented using both these approaches
[53–57], no such experiment has been done in a large scalable system with qubits
cooled down to the motional ground states like our 3D lattice. For various, and
as of yet uncertain reasons, the fidelities in these experiments have been limited
to ∼ 80%, far below the commonly accepted fault-tolerant thresholds. Section 5.2
describes a commonly used Rydberg excitation based gate protocol and gives an
overview of the error sources and limitations. A novel Rydberg excitation scheme
is also discussed along with a proposal to expand our current single site addressing
technology to implement site-selective two qubit gates in 3D. This, along with
our cold and well-localized atoms, makes our system a promising candidate for
demonstration of high fidelity Rydberg gates.

The control of atom positions in our system, developed for sorting, also offers
the possibility of implementing cold-collision gates. Specifically, such an approach
promises the creation of large scale entanglement in a few global motion steps to
create cluster states which can be used for one-way quantum computation. A high
fidelity realization of such a scheme would require significantly better ground state
cooling. A possible path to such an implementation is discussed in section 5.3

6.2 Rydberg gates

A Rydberg blockade based controlled phase (also called controlled-Z or CZ) gate
for trapped neutral atoms was proposed by Jaksch et. al. in 2000 [136]. The basic
idea of the gate, as shown in Figure 6.1, relies on the fact that an atom that is
excited to a high lying Rydberg state can "blockade" the same excitation for a
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Figure 6.1. A Rydberg blockade based CZ gate. Three pulses (labelled 1,2 and 3 based
on their timing) are applied to two different atoms. The control atom is transferred to a
high lying Rydberg state, |r〉, if it was in qubit state |1〉 by the first π pulse. A second, 2π
pulse is applied to the the target atom. If the control atom was in state |0〉 and therefore
failed to make the transition to |r〉, the target atom is on resonance with the second pulse
and is excited to the Rydberg state and back, accumulating a π phase shift. If the control
atom was in |1〉 and made the transition, the target atom is shifted out of resonance
due to the blockade shift, B, and the second pulse fails. The third π pulse transfers the
control atom back if it was excited by the first pulse.

nearby atom by shifting the transition frequency due to the strong interaction. The
gate involves driving transitions from one of the qubit states (denoted by |0〉 or
|1〉) to a high lying Rydberg level (denoted by |r〉). For instance, the |1〉 → |r〉
transition can be driven by a laser pulse, while nothing happens to atoms in the
|0〉 states that are off-resonant. The gate sequence proceeds as follows. A π pulse
(pulse 1) is applied to the control atom, which makes the transition to the Rydberg
state if it was in the |1〉 state. This is followed by a 2π pulse (pulse 2) on the target
atom, which will fail if the control atom made the transition to the Rydberg state
and shifted the resonance for the target atom by a blockade shift, B. If it succeeds,
the wave-function for the target atom gets an eiπ = −1 phase factor due to the 2π
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pulse1. A final π pulse (pulse 3) on the control atom transfers it back to the |1〉
state if it was excited by the first pulse. If the control atom started out in the |1〉
state, its wave-function also gets a minus sign due to the two π pulses2.

In the two atom basis given by {|00〉 , |01〉 , |10〉 , |11〉} where the first and the
second numbers denote the states of the control and target atoms respectively, this
sequence of pulses results in the following transformation:

|00〉 → |00〉 ,

|01〉 → − |01〉 ,

|10〉 → − |10〉 ,

|11〉 → − |11〉

(6.1)

A controlled not (CNOT) gate can now be constructed simply by sandwiching
the CZ gate between two Hadamard gates on the the target atom [74].

6.2.1 Fidelity considerations

The fidelity of such Rydberg interaction based gates depends on various factors.
The Rydberg states have finite lifetimes, limited by the blackbody radiation at
room temperature. As an example, the lifetime of the 75S1/2 state in Cesium is
∼ 100µs. This requires the π pulse Rabi frequencies to be on the order of several
MHz to keep spontaneous emission from the Rydberg state at a tractable level.
Since the atoms in the Rydberg state typically don’t experience the same trap as
the qubit states 3, the excitation to the Rydberg state and back can lead to heating
as well as imperfect transfer due to the evolution of the motional wave-function in
the Rydberg state. Another problem arises because Rydberg atoms are prone to
photo-ionization from the trapping light, the excitation light or the site addressing
beams in case of targeted gates. Minimizing all these effects requires the gates to be
fast with large Rabi frequencies for the π pulse. On the other hand, the value of the
Rabi frequency has to be small enough to not cause off-resonant transitions which

1This is the Berry phase in an SU(2) system.
2Other gate schemes are also possible. Both the atoms can be transferred to the Rydberg

state and allowed to interact. This allows for a much stronger interaction but buys into a lot of
problems associated with atoms spending time the Rydberg states. A Rydberg dressing scheme
has also been demonstrated where neither of the atoms has appreciable population in the Rydberg
state [57], although this comes at the cost of a much slower gate.

3Unless a magic trapping scheme is used [137].
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essentially degrade the blockade. This requires the blockade shift to be at least
several times the Rabi frequency along with the use of shaped pulses to suppress off
resonant transitions. Although higher n levels generally have larger blockade shifts,
they are more sensitive to the electric fields. Thus picking the right n level for this
gate is a balancing act to minimize the total error. It has been theoretically shown
that gate fidelities > 0.9999 are possible in a cryogenic environment for Cesium
and Rubidium [58].

Another set of errors arise depending on the way the atom is excited to the
Rydberg state. The most straightforward way is to use a single laser pulse to drive
a qubit to a high lying P -state. For Cesium, the wavelength for a such a laser is
in the ultraviolet (UV) regime around 319nm, which although not untenable, is
difficult for obtaining high powers for a fast gate. More importantly, the excitation
to a P state is not preferable because the blockade shift is strongly anisotropic
compared to that for the S states and would significantly decrease the number of
nearest or next-nearest neighbors that can be entangled, especially in a 3D lattice.
Moreover, the P states are significantly more sensitive to external electric fields
and generally have a higher photo-ionization cross-section than S states.

For these reasons, although gates with excitation to nP Rydberg states have
been demonstrated, a more widely used technique is two-photon transition to nS
states, with 6P or 7P states typically used as intermediate states in Cesium. In this
scheme, the limiting factors are the spontaneous emission from the intermediate
state and eventually, the photoionization from the exciting lasers. The spontaneous
emission can be mitigated by increasing the detuning from the intermediate state,
requiring increased laser powers to get the same two-photon Rabi frequency; but
this also increases the photo-ionization rate. Another issue that arises is that of
unwanted ac Stark shifts on the qubit and Rydberg states due to the exciting
beams. The shifts that arise from coupling to far off resonant states increase with
laser power and can lead to a substantial differential shifts between the qubit and
Rydberg states and thus unwanted phase shifts. In case of focused beams for single
site addressing, these can also lead to significant changes to the local trap potential,
thereby heating the atoms.
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Figure 6.2. UV+microwave excitation. (a) shows the proposed excitation scheme from
|4, 0〉 to 75S1/2 Rydberg state using a UV photon at 319nm and a microwave photon
near 8.7GHz. The Rabi frequency is Ω1 for the UV photon and Ω2 for the microwave
photon. The detuning from the 75P3/2 state is ∆. (b) shows the polarizations required to
excite the atom to a single mJ level (in this case mJ = 1/2 in the 75S1/2 state. The σ+

polarization of the UV light requires the beam to be along the magnetic field. Generating
good π polarized microwaves will require at least a dual polarized horn.

6.2.2 UV+microwave excitation

Another two photon excitation scheme is possible using a UV and a microwave
photon, instead of two optical photons as in the previous schemes. A possible
implementation is shown in Figure 2a, with the 75S1/2 as the target state and
the 75P3/2 state as the intermediate level4. The 75P1/2 level is not coupled to
the ground state by the UV light because the transition matrix elements between

4The final choice for n would eventually depend on the local electric fields in our system. Here
we use n = 75 to demonstrate the advantages and disadvantages of this scheme.
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6S1/2 and nP1/2 are exceedingly small for large n [138]5. Although this approach
has many of the same tradeoffs as in previous approaches and is more technically
challenging, there are certain advantages that make it more attractive.

A major advantage of this scheme is that it almost completely avoids the
spontaneous emission from the intermediate state due to the long lifetimes of
Rydberg states compared to 6P or 7P states. The limiting factors for this scheme
are: photoionization from the UV and addressing light (described in the following
section), the ac Stark shifts of the various levels involved, and the power requirements
for the UV light. To demonstrate the advantages and disadvantages of this scheme,
it is useful to start with some concrete numbers for the various parameters. The
two photon Rabi frequency is given by Ω1Ω2

2∆
, where Ω1 is the Rabi frequency for

the UV coupling, Ω2 is the Rabi frequency for the microwave coupling and ∆ is
the detuning from the 75P3/2 state. A two photon Rabi frequency of 2π × 5MHz

would allow for 100ns π pulses with a total gate time of 400ns, fast enough to
cause minimal heating (around 10−4 fractional excitation out of the vibrational
ground state). The blockade shift in these states is about 80MHz at 5µm and
25MHz at 7µm, large enough to significantly suppress any off resonant transitions
and effectively entangle up to next nearest neighbors6.

After fixing the two photon Rabi frequency, it is useful to plot the power
requirements for the UV light and the Stark shifts as a function of Ω2/∆ as shown
in Figure 3. As can been seen from Figure 3a, this approach requires relatively large
laser powers at 319nm but a system with greater than 2W of output power and a
few kHZ line-width has recently been demonstrated at this wavelength [140]. A
reasonable starting point is to consider a 150mW UV laser beam focused to 3µm

at the atoms. This gives the Rabi frequency for the 6S1/2 → 75P3/2 transition, Ω1,
to be ∼ 2π×10MHz. Figure 2b shows the Stark shifts for the ground and Rydberg
levels due to the UV light. For a fixed Ω2/∆, the Stark shift of the 75S1/2 state due
to the microwaves can be quite large, scaling as Ω2. This large dynamical change
of the Rydberg state energies can be avoided by simply keeping the microwave on
throughout the gate, instead of pulsing it with the UV light. The small changes of
the resonance frequency due to the UV related Stark shifts can be compensated by

5This is a well known effect in Cesium due to spin-orbit effects
6The calculation for the blockade shift and the other calculations that follow were done by

Tsung-Yao Wu and Felipe Giraldo Mejia using the Atomic Rydberg Calculator package [139] for
Python.
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a b

Figure 6.3. Parameters for the two photon transition. The calculations in this Figure
are done after the fixing the two photon Rabi frequency to 2π× 5MHz and as a function
of Ω2/∆ (a) shows the power requirements for a 3µm waist 319nm beam (blue curve)
and the corresponding Rabi frequency, Ω1 (red curve). (b) shows the various AC Stark
shifts due to the UV light. The dotted green curve is the shift of the 6S1/2 state due to
its coupling to the 75P3/2 state. The dotted orange curve is the shift of the 6S1/2 state
due to its coupling to all the other states. Similarly, the dotted red curve is the shift of
the Rydberg states due to the UV light. This is dominated by the free electron shift. The
solid curve is the differential shift between the 6S1/2 state and the microwave dressed
Rydberg state.

dynamic changes to the microwave frequency. This leads to the functional Rydberg
state being an admixture of the 75S1/2, 75P1/2, and 75P3/2. It is important to
minimize the p character in this dressed state to due the significantly higher electric
field sensitivity and photoionization cross-sections of the 75P states. This can be
done by using a large enough ∆.

As can be seen from Figure 3, these power considerations along with the
requirement to minimize the differential shift of the ground and Rydberg levels
require that the Ω2/∆ be > 1. Along with the requirement that the ∆ be large,
this implies that the Ω2 be large as well. Although, the absolute microwave power
requirements are very modest because of very high transition matrix elements,
the limitation here comes from coupling of the 75S1/2 state to higher angular
momentum n = 71, l = 3, 4... states, which are energetically very close to the
75S1/2 state. This is because the difference in quantum defects for the S states and
the higher angular momentum states is almost exactly 4 (4.016 for the l = 3 states)
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for Cesium [141]. The electric field of the microwaves, which is quasi-static for the
Rydberg electron, can eventually lead to level crossings and a strong mixing of
the s state and these higher angular momentum states and eventually population
leakage out of the 75S1/2 state. Avoiding this requires that the total electric field,
including the as of yet unknown DC electric field in our system, be small enough
to not mix the s state with other states.

A reasonable value for Ω2 and ∆ is ∼ 2π× 200MHz. This keeps the microwave
electric field well below the threshold set by the first level crossing and the admixture
of the p states in the excited Rydberg state below 20%. The differential Stark shift
of the ground and Rydberg states is almost negligible under these conditions, while
the differential Stark shift between the ground states is about ∼ 200 kHz. The small
phase shifts due to this as well as the ac Stark shifts on the non-target atoms can
be spin echoed out like our single qubit gate schemes. One drawback of using the
75P3/2 as the intermediate state is that it is hard to excite to a single mJ sub-level
in the 75S1/2 state7 and exciting to multiple mJ states can lead to de-phasing due
to magnetic field noise. Coupling to only one of the mJ levels requires the UV light
to be circularly polarized and the microwave to be linearly polarized (Figure 3b).
The UV light can be directed along our current optical pumping axis (x̂+ ŷ) with
a σ+ polarization, but ensuring the a good linear polarization for the microwaves is
challenging due to the reflections from the glass cell and components around the
cell. It will at least require a dual polarization horn, which should get us close,
but it is not enough for arbitrary control over the microwave polarization. In the
end, a larger magnetic field (on the order of a 10G) might be required to make the
coupling to the mJ = −1/2 level off-resonant.

Finally, the photo-ionization due to the UV light is almost negligible because
the ionization cross-sections generally decrease with decreasing wavelength. This is
another advantage of using this scheme instead of two optical photons. As we will
see in the next section the majority of the error comes from the photoionization
due to the additional addressing beam required in a 3D system. If this scheme
were to be used in a 1D or 2D system where no other beams are required, the only
limiting factor might be the external electric field.

7J is the total electronic angular momentum. The total angular momentum, F, is no longer a
good quantum number for the Rydberg states.
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6.2.3 Single site addressing

For an off-resonant oscillating field, the ac polarizability of a Rydberg state is well
approximated by that of a free electron, given by:

αe = − e2

meω2
, (6.2)

where e is the electron charge, me the mass and ω is the frequency of the field.
This implies that our existing addressing beams at 880nm, which are off-resonant
with any transitions out of the Rydberg states, can be used to impose a size-able
ac Stark shift and thus site-selectively drive the Rydberg excitation for an atom at
the intersection of the UV beam and one of the existing addressing beams. This
would also require site to site translation of the UV beam parallel to the x−y plane
diagonal of the lattice. This can be achieved using fast acousto-optic deflectors.
We can still use our existing MEMS system for the addressing beam, with each
of the current two addressing aligned to each of the atoms in the two-qubit gate
prior to the actual execution of the gate. This avoids any latency associated with
re-directing the beams.

Since the ac polarizability in equation 6.2 is negative, this leads to a positive
sign ac Stark shift, the same sign as the blockade shift. Therefore, it can so happen,
that after one atom has been excited to the Rydberg state, another atom in the
path of the UV light could be blockade shifted to the target resonance. Although, it
is possible to find an operating point for the addressing Stark shifts such that this
doesn’t happen for any atom in the whole lattice. With the previously mentioned
values of blockade shifts, this requires an ac Stark shift of about 45MHz. This
would lead to the non-target atoms being off-resonant by at least 20MHz, large
enough to effectively suppress any off-resonant excitation. This means that we
will have to increase the power in each addressing beam to about 300mW , easily
manageable with tapered amplifiers. At these powers, the addressing beams lead to
spontaneous emission at a rate of 3× 10−4 events per gate and a photo-ionization
rate of 2× 10−3 per gate. The photo-ionization rate can be reduced significantly
if we could have higher UV power (than the assumed 150mW for a 3µm waist
beam), allowing us to decrease the microwave power and the associated admixture
of the high photo-ionization cross-section p states.
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6.3 Cluster states

Another possibility in our experiment is generation of large cluster states using
collisional gates. A cluster state is is created when qubits in a lattice are prepared in
an equal superposition of the qubit states followed by a CZ gate for all the nearest
neighbors. In neutral atoms, they have been realized by using state dependent
lattices in one dimension which can coherently split the wave-function and lead
to controlled collision for parts of the wave-functions of the atoms [114,115]. For
example, consider two atoms at neighboring lattice sites (called left and right),
each prepared in the |0〉+|1〉√

2
states, where for instance in our system, |0〉 and |1〉

can be |3,−3〉 and |4,−4〉 states respectively. As the polarization of one of the
lattice beams is rotated in such a way that the |0〉 state moves to the left and |1〉 to
the right, the |1〉 part of the left atom wave-function and the |0〉 part of the right
atom wave-function end up on the same site after a π rotation of the polarization,
leading to a controlled collision, with the interaction energy determined by the two
body s-wave scattering length and the motional wave-function overlap. The atoms
are allowed to interact for some time, which leads to a phase shift, ϕ, for the part
of the wave-function that collides. The polarization is then rotated back to bring
the atoms back to their original positions. The final two-atom state is given by:

|ψ〉 = |00〉+ |01〉+ e−iϕ |10〉+ |11〉 (6.3)

The phase-shift ϕ can be easily controlled by changing the collision time. When
ϕ = π and this procedure is generalized to a full lattice with this operation occurring
in parallel for all the nearest neighbors, it yields a cluster state. In our system
we can create a three-dimensional cluster state after sorting the atoms and three
additional motion steps, one in each direction. Such a cluster states when combined
with site selective projective measurements along arbitrary directions, can be used
to execute quantum gates and implement one-way quantum computation, which has
been shown to be formally equivalent to circuit based quantum computation [81,82].

A major source of error in generating neutral atom cluster states is the vibrational
excitation of the atoms. Since the entangling phase shift is directly proportional to
the motional wave-function overlap, it is of paramount importance that all atom be
in the same vibrational state of the trap. This is required to ensure the same phase
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shift for all the nearest neighbor pairs across the array. Our current projection
sideband cooling with ∼ 90% ground state population is not good enough for
generating 50 atom cluster states with high enough fidelity. Atoms in a Mott-
insulating state in an optical lattice, like the ones described in in reference [115], are
sufficiently cold but such systems lack high fidelity single qubit gates required for
arbitrary projective measurements. The cooling in our system is primarily limited
by our low trap depth, which means that our atoms are only weakly in the Lamb-
Dicke limit (Lamb-Dicke parameter, η=0.37). Furthermore the low vibrational
sideband spacing limits the frequency sweep range Adiabatic Fast Passage (AFP)
pulses that drive the sideband transitions, compromising the darkness of the ground
state.

Higher powers can be obtained by increasing the lattice powers, but it might
be too technically challenging to get a lot more than the 2W provided by each of
our three lattice tapered amplifiers. Another possibility is to change the lattice
wavelength (currently 839nm) closer to the D2 line, say 846nm, while keeping
the same power, increasing the trap depth by a factor of ∼ 2. Since we know
that the scattering rate closer to the line is not good enough to sort atoms (see
chapters 2 and 4), this would require dynamically changing the lattice wavelength
for cooling. This could possibly be done by combining two different wavelengths on
a beam splitter before seeding the tapered amplifiers and adiabatically changing
from one seed to the other using a Pockels cell [142]. This wavelength change is
small enough such that two wavelengths can be easily chosen that the individual
traps are overlapped for a large sections of the lattice, allowing this transition to
be made in a few ms with negligible heating. We estimate that this would allow
the projection sideband cooling good enough to cool 99% of the atoms to the
vibrational ground state.
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Appendix A|
Real time experimental con-
trol

This appendix briefly describes the real time control system for the quantum
computing lab which is used for atom sorting. Historically, the timing sequence
for the experiment is controlled by a homemade LabView-based software called
Supertime. Supertime is rigid and can only execute a pre-decided timing sequence,
with the values for all digital and analog channels pre-programmed at every timing
edge. Atom Sorting requires decision making on the fly and the timing sequence
needs to be changed based on the motion of the atoms required for a given loading
of the lattice, which is random.

To achieve this, we have supplemented the system with field programmable
gate arrays (FPGAs) from National Instruments, one of which is a master. When
the atom sorting is supposed to start, Supertime transfers timing control to this
FPGA (called “FPGA1” from here on) by pausing its own clock. FPGA1 has all the
information for sorting atoms programmed into it by another computer (called the
“Camera Computer” from here on) running a program called CameraGUI. At this
point FPGA1 also takes control of all the channels required for sorting and executes
the sequence of site flips and motion steps programmed into it by the Camera
Computer. There is also a slave FPGA, FPGA2, which controls the targeting and
the power of addressing beams. The information for targeting and addressing beam
powers is programmed into FPGA2 by the Camera Computer as well. FPGA2
receives triggers from FPGA1 to output this information synchronously, to control
the addressing beams. Other than these, there is also a DDS combined with a
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Figure A.1. Schematic for real time control. Supertime creates the timing backbone of
the experiment through a fixed timing sequence. The channels required for sorting (DDS
trigger, Pockels cell voltages, Repump and Optical pumping powers, all pass through
FPGA1. At some point in the sequence Supertime triggers the Camera to take the images
of the atoms. The camera passes this data to CameraGUI which analyzes the images
and creates an occupancy map. It uses this map to create a sequence of motion steps. It
writes the motion data to FPGA1, the addressing data to FPGA2 and the microwave
pulse data to the DDS. At this point FPGA1 pauses the Supertime clock source and takes
control of the channels required for sorting. It also manages the triggers for addressing
and microwaves. After executing the sorting, it transfers the control back to Supertime
by releasing the clock source.

9.19GHz source that generates the microwaves required for the experiment. The
DDS is programmed by the Camera Computer in real-time with the sequence of
pulses required for cooling and/or sorting. It outputs those pulses based on triggers
from Supertime or FPGA1. (see Figure A.1)

A brief description of the components and their function:

• Supertime : The timing backbone of the experiment. It is a homemade
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software that can create and execute detailed timing sequences for all the analog
and digital channels in the lab being used. These sequences cannot be modified
on the fly. This software sits on a computer called the “Supertime Computer”. It
also triggers the camera that takes pictures of the atoms. At some point in the
sequence when the atom sorting is supposed to start, Supertime pauses it’s own
clock and sends a signal to FPGA1 to start sorting.

• CameraGUI: This software, programmed in C++, sits on the “Camera
Computer”. The Camera is triggered by Supertime and the images are sent to this
software for analysis in real time. It creates the occupancy maps of the atoms and
calculates the sequence of motion steps required to sort the atoms. It translates
that sequence of motion-steps into a series of addressings (site-flips) and directions.
It can then write that data into the FIFOs of FPGA1 and FPGA2. FPGA1 only
needs the data for timing the addressings and motion steps as well as the directions
of the motion in each motion step. FPGA2 needs the details of targeting for each
addressing. At this point this program also writes the information required for
generating microwave pulses to a PCI card that interfaces with the DDS.

• FPGA1 : National Instruments 7845R. This FPGA controls the master
timing for sorting. The channels that are required for sorting : DDS trigger, EOMs
for motion, Optical Pumping/Repump etc. originate at Supertime but pass through
this FPGA. When Supertime is in control, this FPGA just passes the Supertime
values through. When it gets the signal from Supertime to start sorting, it waits for
the data to be written into its FIFO memory by CameraGUI. Once it has that data,
it starts generating the signals for sorting. When done, it restarts the Supertime
clock, transferring the control back. Since this FPGA generates all the triggers
required to do different things, synchronous control is maintained. All ramps of
the EO voltages as well as the relative timings of different triggers are internally
controlled by this FPGA. The parameters of those can be set in the CameraGUI.

• FPGA2 : National Instruments 7841. This FPGA is a slave to FPGA1.
CameraGUI writes the sequence of sites that need to be addressed for sorting to
the FIFO memory of this FPGA. This data contains the information about the
voltages to MEMS system used for targeting the addressing beams, as well as the

140



addressing beam powers for each site that needs to be addressed. These values
are outputted sequentially as it receives triggers from FPGA1. All ramps of the
addressing beam powers are internally controlled by this FPGA. The parameters
of those can be set in the CameraGUI.

141



Appendix B|
Notes on addressing beam align-
ment and calibration

This appendix describes the procedures for the alignment and calibration of the
addressing beam, for the benefit of the people who will use this system in the
future.

The data day-to-day alignment of the addressing beams is done using pico-motor
driven mirrors at the ray crossing points between lenses L2 and L3 shown in Figure
2.5. This corrects small drifts in the addressing beam positions associated with
slight changes in the beam paths after the MEMS mirrors. The general procedure
for the alignment is as follows. Assuming that the beams haven’t drifted by a
large amount, we target the central atom in each row or column(according to the
beam being aligned) of the 5× 5× 5 lattice. We try to drive the |4,−4〉 to |3,−3〉
transition at a microwave frequency slightly higher than the optimum expected
stark shift from the addressing beams. We then scan beam position using the
mirrors one by one in two directions and try to maximize the transfer for the
central sites. This procedure is iterated a couple of times because of slight coupling
between the two directions. This procedure will typically bring back the alignment
for the all the sites in the lattice.

Once in a while the MEMS mirror targeting data will have to be re-calibrated.
This is especially the case if the system hasn’t been used for a while, the final
focusing lenses have been moved or the beams had been mis-aligned on the MEMS
mirrors. If this calibration is needed, the first sign is that the aforementioned
day-to-day alignment will not work for all the sites. The prudent first step is
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to check that the beams are still centered on the MEMS mirrors and that the
alignment of the MEMS system is un-affected. After this a coarse alignment needs
to be done if there is no addressing beam signal on the atoms. The procedures for
this have been mentioned in Dr. Yang Wang’s dissertation.

B.1 Calibration of the addressing beam positions

and powers

If there is addressing signal from all the central 5 rows/columns in the lattice, the
calibration can be started. There are two parts to this calibration. First is the
calibration for the absolute voltages on the MEMS mirrors to address each site
in the 5× 5× 5 section of the lattice. The objective is to find the position of the
addressing beams to address every site in this section of the lattice. The nominal
values of these positions for both beams are stored in files called "HBeam.csv" and
"VBeam.csv" in a folder called "Addressing Corrections" on the Penn State cloud
(Box) account for this lab, which is also synchronized to the Camera computer.
These positions are converted to a voltage by FPGA2 for the MEMS mirror high
voltage drivers.

We start by using previously known positions for the central sites in each
row/column and scan around them, one beam and one direction for a beam at a
time, while parking the microwaves slightly higher than the expected frequency
shift. Once enough data is collected, it can be analyzed separately for each site
by a Python program called "HV-analyze". This program can also fit the scan for
every site to a gaussian and it will automatically point out the fits that are not
good enough. The fitted center for these fits give the relative positions for every
site compared to the previously known positions of the central sites. It is always
a good idea to look at these fits and keep track of ones that are chasing noise or
don’t look reasonable. For other fits, this program can update the new positions
in the two files. Once this is done in one direction for a given addressing beam, it
can be repeated in the other direction for the same beam. Typically this procedure
would need to be iterated several times for each beam.

A second site-by-site calibration for addressing powers needs to be done to make
the shifts due to the addressing beams same for every site. They would typically
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be different because of the tight focusing of the beams as well as diffraction at the
MEMS mirrors. The information for this calibration is also stored in the two files
mentioned before. The first thing that need to be ensured is that the shifts of the
central sites are same for each of the beams. After that, we can execute a sequence
in which we target every loaded atom with both beams and scan the microwave
frequency. This yields a transition spectrum for each site, that can be fitted. The
beam powers are then scaled for every site according to give some target frequency
shift. This can also be handled by "HV-analyze". Typical we equally divide this
scaling between the two beams, although care must be taken if it is suspected that
the shifts due to the beams are imbalanced for some site.

This concludes the calibration of the addressing beams.
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Appendix C|
Implementation of atom sort-
ing in C++

This appendix describes the key software side details for implementing atom sorting
in our system, mostly for the benefit of people who will use this system in the future.
The sorting is managed entirely by the homemade C++ CameraGUI software. The
top level class in this software is called Panel. This class handles all the UI as
well as other top level functions like controling the data flow and communication
with hardware like the FPGAs. The class that implements the sorting algorithm
and creates the sequence of motion steps and single site addressings is called
SortingClass. After the occupancy map has been created, the Panel class can
create and instance of SortingClass and call the appropriate sorting function in
SortingClass according to what the user has selected in the GUI. Based on the
output of the algorithm, the Panel class passes this information FPGAs 1 and 2,
which can then start sorting atoms.

C.1 class SortingClass

SortingClass relies heavily on the data structures in the C++ standard template
library (STL) and it is highly recommended that the reader familiarize themselves
with that before tinkering with the code. A reference can be found here : http:
//www.cplusplus.com/reference/stl/

SortingClass is initialized by Panel with a 5×5×5 integer array of the occupancy
map. There are also several user defined data structures in SortingClass that I will
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Table C.1. Motion direction convention in SortingClass.
direction real space interpretation

0 no motion
1 positive x direction (right on the screen)
2 negative x direction (left on the screen)
3 positive y direction (down on the screen)
4 negative y direction (up on the screen)
5 positive z direction
6 negative z direction

review now, from simplest to more complex.

C.1.1 Key data structures in SortingClass

struct s o r t s t e p
{

int d i r e c t i o n ;
vector<int> s i t e s ;

} ;

This struct represents a sorting step. It contains a direction for the motion step
and a list of sites that need to be moved by one lattice spacing. The direction is
represented by an integer which can range from 0 to 6. The direction convention is
shown in table C.1. Each site is represented as an integer ”site” , site = 100x+10y+z,
where x, y, and z are array indices that represent a lattice site in the 5 × 5 × 5

integer array that is used for occupancy map. SortingClass maintains two copies
of this array, one is the original and another one that is updated as it figures out
individual sorting steps1.

struct s u b l a t t i c e z
{

int i ;

1In SortingClass the x, y and z co-ordinates run from 0 to 4 for the 5× 5× 5 lattice while in
Panel they run from 2 to 7 for x and y directions. This is because Panel typically works with the
full 9× 9× 5 section that we image. This conversion is handled by Panel.
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int j ;
int k ;
int l ;

/∗
∗ Al l s i t e s ( x , y , z ) such t ha t
∗ i<=x<=j , k<=y<=l , 1<=z<=n .
∗ where n (=5) i s the t o t a l s i z e in z .
∗/

} ;

struct ba l anc e t r e e
{

ba l anc e t r e e ( )
{

l e f t = NULL;
r i g h t = NULL;

}

~ba l anc e t r e e ( )
{

delete l e f t ;
delete r i g h t ;

}

//A queue o f s o r t i n g s t e p s f o r ba lanc ing t h i s node
queue<so r t s t ep> s t ep s ;

// ch i l d r en
ba l anc e t r e e ∗ l e f t ;
ba l anc e t r e e ∗ r i g h t ;

} ;

This is a recursive implementation of a node of the balancing tree. Each node
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has a queue of sortsteps to sort the sublattice associated with it, as well as pointers
to the two ”children” that result from the division of the sublattice at this node.

struct t r e e t up l e
{

ba l anc e t r e e ∗ s o r t t r e e ;
bool d i r ; //0 f o r x−z and 1 f o r y−z
s u b l a t t i c e z s ;

} ;

This data structure is only used for the breadth first creation of the balancing
tree. It contains a node of the balancetree and the direction (dir) of the plane that
divides the sublatticez.

C.1.2 Glossary of key functions in SortingClass

queue<so r t s t ep> moveAtoms( s u b l a t t i c e z s1 , s u b l a t t i c e z s2 ,
int n , int d i r e c t i o n ) ;

This function moves n atoms from sublattice s1 to s2 or vice-versa depending on
the direction. This function is NOT user error proof. It is assumed that the user has
provided s1, s2 and direction that make sense i.e. s1 and s2 have adjacent planes
with the same size and that the direction corresponds to motion perpendicular to
those planes. Also, it assumes the s1 is "before" s2 in the lattice, i.e. all the indices
of s2 are larger than or equal to those of s1. If n is larger than the number of atoms
that can be moved by just moving atoms in their own columns across the plane,
the function will just move as many atoms as possible.

void BalanceZ3D ( queue<t r e e tup l e > q , int num) ;

This is the main balancing function that creates the balancing tree breadth first
using a queue (q) such that each z-row would have at least num atoms. If num is
greater than the maximum possible number of atoms in each z-row a full balanced
lattice it will just fully balance the lattice. This function dequeues and element
from q, which is a treetuple containing a balancetree node, sublattice information
and the direction of the plane that needs to divide this sublattice. It then figures
out the motion steps to balance this sublattice and stores the sequence of steps
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in the balancetree nodes. Finally, it pushes the two children sublattices into q
and calls itself. The execution stops when q is empty. This is the standard way
of doing a breadth first traversal. To use this function q is first initialized with
the whole lattice as the only element, with no sorting steps, with a pointer to a
balancetree object. By the end of the execution the balancetree pointer points to a
fully constructed tree.

queue<so r t s t ep> Sor t ingC la s s : : generateBalanceQueue
( ba l anc e t r e e ∗ s o r t t r e e )

After the balancing tree has been created by BalanceZ3D, it is passed to this
function as sorttree. This function does a breadth first traversal of sorttree to
collect all the sorting steps at the same tree level and efficiently combine them. A
final sequence of sorting steps for the balancing is created in a queue and returned.

queue<so r t s t ep> f i l l P l a n e sGen e r a l ( s u b l a t t i c e z s ,
int numplanes ) ;

This function creates a list of functions for compacting a balanced lattice to
”numplanes” number of planes in the center of the lattice and returns that list as a
queue of sortsteps.

C.1.3 A commented sorting example

I will now show how to put these functions together to sort atoms to a 4× 4× 3

target sub-lattice.

queue<so r t s t ep> Sor t ingC la s s : : fourFourThree (bool outer )
{

/∗ For s o r t i n g to a 4x4x3 sub−l a t t i c e ,
∗ we w i l l f i r s t need t move atoms from
∗ the outer p lanes .
∗ boo l ou ter c on t r o l s t h i s behav iour
∗ Let ’ s s t a r t by d e f i n i n g the var ious s u b l a t t i c e s
∗ we would need .
∗/

149



s u b l a t t i c e z s1 , s2 , s3 , s4 , s5 ;

// F i r s t the t a r g e t sub− l a t t i c e
s1 . i = 1 ;
s1 . j = 4 ;
s1 . k = 1 ;
s1 . l = 4 ;

// Outer y−z p lane
s2 . i = 5 ;
s2 . j = 5 ;
s2 . k = 1 ;
s2 . l = 5 ;

// Outer x−z p lane
s3 . i = 1 ;
s3 . j = 5 ;
s3 . k = 5 ;
s3 . l = 5 ;

// Complement sub− l a t t i c e o f s2
s4 . i = 1 ;
s4 . j = 4 ;
s4 . k = 1 ;
s4 . l = 5 ;

// Complement sub− l a t t i c e o f s3
s5 . i = 1 ;
s5 . j = 5 ;
s5 . k = 1 ;
s5 . l = 4 ;

queue<so r t s t ep> move1 ; // s o r t s t e p s f o r s2 to s4
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queue<so r t s t ep> move2 ; // s o r t s t e p s f o r s3 to s5
i f ( outer )

{
/∗ Generate t h e s e motion s t e p s .

∗ 200 i s j u s t a r i d i c u l o u s l y l a r g e number
∗ t h a t ensures t ha t a l l t he atoms t ha t can
∗ be moved , w i l l be .
∗/
move1 = moveAtoms( s4 , s2 , 2 0 0 , 2 ) ;

move2 = moveAtoms( s5 , s3 , 2 0 0 , 4 ) ;
}

// Now we w i l l ba lance s1

// This i s the p r e s c r i p t i o n to be
// f o l l owed f o r any ba lanc ing

ba l anc e t r e e ∗ s o r t t r e e ;
s o r t t r e e = new ba l anc e t r e e ;
s o r t t r e e−>l e f t = NULL;
s o r t t r e e−>r i gh t = NULL;

queue<t r e e tup l e > q ;
t r e e t up l e t ;

t . d i r = 0 ; // beg in by d i v i d i n g wi th the x−y p lane
t . s = s1 ;
t . s o r t t r e e = s o r t t r e e ;
q . push ( t ) ;

//Balance wi th 3 atoms in each $z$−row

BalanceZ3D (q , 3 ) ;
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// genera te the queue con ta in ing s o r t i n g s t e p s
// f o r ba l anc ing
queue<so r t s t ep> ba lance s t ep s =
generateBalanceQueue ( s o r t t r e e ) ;

// Now genera te the queue con ta in ing s o r t i n g s t e p s
// f o r f i l l i n g 3 p lanes in s1
queue<so r t s t ep> compactsteps
= f i l l P l a n e sGen e r a l ( s1 , 3 ) ;

// Now j u s t combine a l l the d i f f e r e n t
// s t e p s in t o one queue
queue<so r t s t ep> s t ep s ;
while ( ! move1 . empty ( ) )
{

s t ep s . push (move1 . f r on t ( ) ) ;
move1 . pop ( ) ;

}
while ( ! move2 . empty ( ) )
{

s t ep s . push (move2 . f r on t ( ) ) ;
move2 . pop ( ) ;

}
while ( ! ba l ance s t ep s . empty ( ) )
{

s t ep s . push ( ba l ance s t ep s . f r on t ( ) ) ;
ba l ance s t ep s . pop ( ) ;

}
while ( ! compactsteps . empty ( ) )
{
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s t ep s . push ( compactsteps . f r on t ( ) ) ;
compactsteps . pop ( ) ;

}
delete s o r t t r e e ;
return s t ep s ;

}

C.2 Data flow in Panel

To see how Panel uses SortingClass to generate motion steps, we will again look at
some example code.

void Panel : : fourFourThree ( short index )
{
// Create an ins tance o f s o r t i n g c l a s s
// I n i t i a l i z e i t wi th the occupancy map
Sor t ingC la s s ∗ s c l a s s = new Sor t ingC la s s ( sortarray3D ) ;

// Ca l l the appropr ia t e s o r t i n g func t i on
queue<so r t s t ep> s t ep s = s c l a s s−>fourFourThree ( ) ;

// This f unc t i on c r ea t e s the data s t r u c t u r e s
// t ha t can be wr i t t en to the FPGA
generateMotionFromSteps ( s t ep s ) ;

// This j u s t keeps are record o f the expec ted
// array a f t e r s o r t i n g f o r data ana l y s i s l a t e r .
f i l lExpec t edAr ray ( s c l a s s , index ) ;

delete s c l a s s ;

}
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This function starts by creating an instance of SortingClass using "sortarray3D",
which is the 5× 5× 5 array containing the occupancy map.

For sorting, FPGA1 expects a one dimensional array with information about
number of and directions of different motion steps. In Panel, this array is called "mo-
tion". The first element of this array is the total number of motion steps, followed
by a list of number of sites to be addressed in each motion step, which is followed by
a list of directions, one for each motion step. For n sorting steps, n+1 motion steps
are implemented. The last motion step is just a dummy with an addressing and mi-
crowave trigger to reset everything. To ensure a clean initialization, dummy triggers
are also added to the first motion step by adding an extra site to be addressed. The
structure of the motion array is thus : {n+ 1, N1 + 1, N2, .....Nn, 1, D1, D2....Dn, 0},
where Ni is the number of state-flips in the i-th sorting step and Di is the direction
of the i-th sorting step. Note that number of motion steps is n+ 1 and the number
of state-flips for the last step is 1 and the direction is 0 (i.e. no motion). This is for
the final dummy triggers. For the initial dummy triggers, 1 is added to the number
of site-flips for the first sorting step.

This "motion" array is created by the "generateMotionFromSteps(steps)" func-
tion shown above. Additionally, it also takes all the sites to be addressed in the
sequence of sorting steps, puts them in order and stores them in a global array called
"sitelist"2. Other functions of Panel class convert "sitelist" array into targeting
data for FPGA2. Using all this information, Panel also creates a timing map of
the required microwave pulses. This facilitates incorporating the 60Hz magnetic
field calibration for the microwave frequencies.

Eventually, the motion array and the targeting data are written to FPGAs 1
and 2 respectively by Panel. A required number of microwave pulses is written to
the DDS.

C.3 Some thoughts on code expansion

The latest version of the SortingClass code is good for up to a lattice size of
10 × 10 × 10, where algorithms have been implemented for filling a maximum
possible number otf z-planes, as well as filling the largest possible cubic lattices.

2During this process it also adds 220 to each site in "sitelist", for the reasons mentioned in the
first footnote of this appendix.
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If one wants to use larger lattice sites, the only thing that needs to be changed is
the handling of the "site" variables. The conversion 100x+ 10y + z wouldn’t work
when indices exceed 9. This is not as hard as one may think. Once this is fixed,
everything else should just work automatically.

Currently, the only algorithms that are implemented are the ones that balance
in x and y directions and compact in the z direction. One might want to exchange
these roles for these directions in the future. I think the simplest way to do that
might be to rotate the initializing occupancy map for the SortingClass and rotate
back the output of the SortingClass functions.
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Appendix D|
Mathematica file for throw
and catch

This appendix is the mathematica notebook for finding the analytical solution for
the atom throw and catch scheme without vibrational excitation when starting in
the vibrational ground state described in Chapter 4.
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